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Abstract

Advanced artificial intelligence is approaching the capacity to inspect software interfaces, infer in-
tent, translate between heterogeneous systems, detect ambiguity, and generate integration logic on
demand. This raises a provocative question: do standards retain a function when machines can me-
diate interoperability dynamically? The provocation deserves arguments rather than dismissal, and
the report therefore steelmans it before answering it. The answer is that the question dissolves once
standards are decomposed into their constituent functions. Standards do two separable things. They
compress the cost of compatibility, and they fix the locus of commitment. Advanced AI collapses
the first function and cannot, by construction, supply the second, because commitment is a relation
between accountable persons, not a property of representations. The report develops four scenarios
in which standards weaken, strengthen, change role, or bifurcate by domain, and steelmans each.
Using tokenized finance as the limiting case, it argues that the binding constraint on institutional to-
kenization has never been syntactic interoperability but the absence of shared institutional meaning
around rights, controls, obligations, lifecycle events, finality, and accountability. It then analyses
sixteen operational domains, from data mapping to model governance, distinguishing in each what
AI can plausibly automate from what still requires standards, governance, legal authority, or mar-
ket convention. Finally, it projects the future forms of standards: shared ontologies with formal
semantics, executable specifications, conformance test suites, control-property standards, machine-
readable law, agent mandate and negotiation protocols, evidence-grade audit logs, settlement and
finality standards, and certification regimes for models and adapters. The central conclusion is that
AI changes the economics of making and enforcing standards far more than it changes the need for
having them. The finding is a redistribution of the standards function, not its retirement: standard-
setting institutions emerge from the analysis with work that is scarcer and more consequential, not
less. Expect fewer, deeper, more executable standards. Translation becomes cheap; commitment
remains scarce.

Keywords: standards; interoperability; tokenization; financial market infrastructure; artificial intelli-
gence; settlement finality; semantic interoperability; smart contracts; regulatory technology; formal
verification; model governance.



Contents

1 Executive Thesis 5

2 Why the Question Is Real 6
2.1 The capability trajectory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.2 The economic logic of the challenge . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.3 Why finance is the right test bed . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.4 A note on epistemic status . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

3 What Standards Actually Do 8
3.1 What a standard is: definition and elements . . . . . . . . . . . . . . . . . . . . . . . 8
3.2 Six functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
3.3 Syntax, semantics, pragmatics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.4 The families of standards . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
3.5 Static versus adaptive; bilateral versus market-wide . . . . . . . . . . . . . . . . . . . 10
3.6 Precedents and their lessons . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

4 The Strongest Case That AI Weakens the Need for Standards 12
4.1 The collapse of the cost asymmetry . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
4.2 Standards freeze bad abstractions, and semantics freezes hardest . . . . . . . . . . . . 12
4.3 Standards lag, and the lag is getting more expensive . . . . . . . . . . . . . . . . . . . 12
4.4 Capture, politics, and the lowest common denominator . . . . . . . . . . . . . . . . . 13
4.5 Diversity is resilience; standards are monoculture . . . . . . . . . . . . . . . . . . . . 13
4.6 Dynamic translation as discovery . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
4.7 The sharpest version: the model is the standard . . . . . . . . . . . . . . . . . . . . . 13
4.8 Where the abolitionist case simply wins . . . . . . . . . . . . . . . . . . . . . . . . . 15

5 The Strongest Case That AI Strengthens the Need for Standards 15
5.1 Probabilistic inference cannot constitute deterministic settlement . . . . . . . . . . . . 15
5.2 Adverse interests: interpretation is a conflict, not a computation . . . . . . . . . . . . . 16
5.3 Error correction versus legal accountability . . . . . . . . . . . . . . . . . . . . . . . 16
5.4 AI reasoning versus audit trails . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
5.5 Liability, certification, and the procurement reality . . . . . . . . . . . . . . . . . . . 17
5.6 Model drift, hallucination, and adversarial manipulation . . . . . . . . . . . . . . . . . 17
5.7 Supervision and the aggregation problem . . . . . . . . . . . . . . . . . . . . . . . . 18
5.8 The commitment argument: adaptive agents raise the value of invariants . . . . . . . . 18

6 The Middle View: Standards Migrate Up the Stack 19
6.1 First migration: from the syntactic aspect toward the semantic and pragmatic aspects . 19

2



6.2 Second migration: from prose to executable form, and from drafting cost to ratification
politics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

6.3 Third migration: from static documents toward governed velocity, and its limits . . . . 21
6.4 What the middle view suggests . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

7 Tokenized Finance as the Hard Case 22
7.1 The anatomy of a tokenized instrument . . . . . . . . . . . . . . . . . . . . . . . . . . 23
7.2 The focal question: syntax or shared institutional meaning? . . . . . . . . . . . . . . . 23
7.3 The asset walk . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
7.4 Controls: token standards, transfer agents, wallets, identity, permissions . . . . . . . . 25
7.5 Cross-chain, cross-platform, cross-jurisdiction . . . . . . . . . . . . . . . . . . . . . . 26
7.6 The DAO lesson, and the ranking restated . . . . . . . . . . . . . . . . . . . . . . . . 26

8 What AI Can Solve, and What It Cannot Settle 26
8.1 Three exhibits . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
8.2 The pattern . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

9 Future Forms of Standards 27
9.1 The semantic family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
9.2 The executable family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
9.3 The runtime family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
9.4 The agentic family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
9.5 The assurance family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
9.6 The change-management family . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

10 Strategic Implications for Builders, Regulators, and Institutions 31
10.1 For founders and infrastructure builders . . . . . . . . . . . . . . . . . . . . . . . . . 31
10.2 For regulators and central banks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
10.3 For financial institutions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
10.4 For standards bodies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

11 Final Synthesis 32
11.1 The argument in one movement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
11.2 The allocation of labour . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
11.3 Ten conclusions, provocative but defensible . . . . . . . . . . . . . . . . . . . . . . . 33
11.4 Final thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

A Domain Analyses 38
A.1 Data mapping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
A.2 Process mapping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
A.3 Legal interpretation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3



A.4 Contractual reconciliation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
A.5 Risk classification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
A.6 Regulatory reporting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
A.7 Cross-border compliance: AML, KYC, sanctions, and tax . . . . . . . . . . . . . . . . 40
A.8 Settlement disputes and corporate actions . . . . . . . . . . . . . . . . . . . . . . . . 40
A.9 Transfer restrictions and beneficial ownership . . . . . . . . . . . . . . . . . . . . . . 41
A.10 Off-chain collateral and default events . . . . . . . . . . . . . . . . . . . . . . . . . . 41
A.11 Waterfalls, fund accounting, and NAV . . . . . . . . . . . . . . . . . . . . . . . . . . 42
A.12 Tokenized loan servicing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
A.13 Model governance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4



1 Executive Thesis

The question this report addresses is usually framed as whether machines that can translate anything
still need agreements about everything. Framed that way, the question answers itself, and answers itself
wrongly. It treats a standard as a workaround for the absence of intelligence: a fixed schema tolerated
only because no one could afford to interpret every counterparty’s idiosyncratic format. On that view,
once interpretation becomes nearly free, the workaround should retire. This report argues that the view
rests on a category error, and that correcting the error yields a more interesting and more actionable
forecast than either the abolitionist or the preservationist position. One point of framing should be fixed
at the outset, because a report that steelmans the abolitionist case invites misreading: nothing in what
follows concludes that standards, or the institutions that make them, are becoming ornamental. The
conclusion is a redistribution of the standards function across its elements and layers, not its retirement,
and the bodies that set standards end this analysis holding the scarcer half of the work.

A standard performs two functions that are usually fused in practice and must be separated in anal-
ysis. The first is compression: a standard reduces the cost of achieving compatibility between systems
by replacing n2 bilateral negotiations with n conformances to a common reference. The second is com-
mitment: a standard fixes, in advance and for all relevant parties, what a message, an interface, a term,
or an act shall be taken to mean, so that parties can rely on that meaning, build on it, price it, litigate
over it, and be held to it. Compression is an engineering economy. Commitment is an institutional fact.
Artificial intelligence attacks the first function with real force, because translation, inference of intent,
reconciliation of mismatched schemas, and generation of adapters are precisely the tasks at which large
models excel. It does not and cannot attack the second function, because commitment is not a property
of representations that a sufficiently clever interpreter can recover. It is a relation among accountable
persons, sustained by governance and, in finance, by law.

From this decomposition the report derives its central forecast. Standards will not disappear; they will
be refactored along three migrations. First, standards migrate up the semantic stack: syntax is released
to machines, while semantics is consolidated into ontologies precisely so that machine translation can be
checked rather than trusted, and pragmatics, meaning the obligations, finality, and recourse that attach
to messages, is hardened into law-adjacent artifacts. Second, standards migrate from prose to executable
form: the normative core of a standard shifts from a document that humans read to a reference implemen-
tation, a conformance test suite, a set of formal properties, and machine-readable rules that both humans
and machines can run. The standard of the future is a test you can fail. Third, standards migrate from
the edges to the core: peripheral, low-stakes integration becomes an AI-mediated free-for-all, which is
broadly desirable, while the commitment core of markets, namely settlement, custody, collateral, com-
pliance determinations, and lifecycle events with distributive consequences, becomes more rigidly and
more formally specified than today, because the surrounding automation raises the speed and coupling
of the system.

Tokenized finance is the limiting case that makes these dynamics visible. The report’s answer to
its own focal question is direct: in tokenized finance, the binding constraint is not, and has not been,
syntactic interoperability. Bridges, APIs, adapters, and message translators are abundant and cheap.
The constraint is the absence of shared institutional meaning about what a token is, what rights it carries,
what controls govern its movement, when a transfer is final, who keeps the authoritative register, what
happens on default, and who is liable when any of these answers is contested. Evidence for this claim
is presented in Section 7, including the revealed behaviour of institutions, which invested first in legal
definitions, taxonomies, and control frameworks rather than in translators, and the failure taxonomy
of past interoperability programmes, in which delivered technical platforms waited a decade for the
harmonisation of market practice.
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Two further conclusions follow and are defended at length. The first concerns adversarial interpreta-
tion. Interpretation between counterparties with adverse economic interests is not a translation problem
that scale solves; it is a conflict that authority settles. Two highly capable models, each advocating
for its principal, will disagree more precisely, not less. Ambiguity detection is a capability; ambigu-
ity resolution is an office. Markets therefore need, and will continue to need, reference points whose
interpretation is fixed by a body with the authority to bind, whether that body is a standards organisa-
tion, a determinations committee, a market infrastructure rulebook, a regulator, or a court. The second
concerns determinism. Settlement finality is a legal construct that requires a definite moment at which
a transfer becomes unconditional and irrevocable. A process whose state transitions depend on proba-
bilistic inference cannot supply that moment. Probabilistic systems can advise on state transitions; they
cannot constitute them. The architectural consequence, developed in Sections 5 and 9, is a pattern this
report calls negotiate, freeze, execute: AI may negotiate, interpret, and propose upstream, but its output
must compile into a deterministic, certified, replayable artifact before it touches the commitment path.

Finally, the report inverts the usual framing of AI’s effect on standardisation. The historical bottleneck
of standards bodies has been drafting labour and slow consensus. AI compresses drafting, formalisation,
test generation, and conformance monitoring toward negligible cost, leaving consensus and authority as
the residual. That residual was always the point. When drafting becomes free, agreement becomes the
entire cost of a standard, and the comparative advantage of standards institutions shifts from producing
documents to conferring bindingness. The practical implications for founders, regulators, financial in-
stitutions, and standards bodies are set out in Section 10, and the synthesis, a layer-by-layer allocation of
tasks among AI, standards, and governance, together with ten defensible conclusions, closes the report.

2 Why the Question Is Real

2.1 The capability trajectory

It would be a mistake to treat the premise of this report as science fiction, and an equal mistake to treat it
as accomplished fact. As a matter of evidence, contemporary AI systems already perform, in production
settings, a large share of the tasks that historically justified syntactic standards. They read undocumented
interfaces and produce working client code. They map fields between mismatched schemas with high
accuracy when given examples. They translate legacy message formats into modern ones, including
the extraction of structured meaning from free-text fields that were never designed to be parsed. They
draft integration logic, reconcile data discrepancies across systems, summarise contractual documents,
and flag inconsistencies between a document and a data record. In financial operations specifically, ma-
chine assistance is now routine in reconciliation break investigation, in mapping proprietary formats to
ISO 20022 messages, in extracting terms from credit agreements, and in parsing unstructured corporate
action announcements, a domain whose data quality problems have resisted three decades of standardi-
sation effort.

By inference from the current trajectory, it is reasonable to expect systems that can do these things
with fewer examples, across longer contexts, with tool use, and in agentic loops that test their own
output against live endpoints. The scenario sketched in the introduction to this report, in which an
agent inspects two systems, infers the intent behind their interfaces, detects the ambiguities, negotiates
a working mapping with a counterpart agent, and generates a running adapter, is an extrapolation, not
a fantasy. Where this report relies on that extrapolation rather than on observed capability, it says so
explicitly.
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2.2 The economic logic of the challenge

The challenge to standards is at bottom an economic argument, and it deserves to be stated in its strongest
form before it is examined. Standards emerged as a response to costly coordination. The classical
economics of compatibility (Katz and Shapiro, 1985; Farrell and Saloner, 1985; David and Greenstein,
1990) treats a standard as a device for internalising network externalities: each party’s adoption raises
the value of adoption for others, and a common specification prevents the market from fragmenting into
islands. But the same literature is explicit that standardisation has costs, including the risk of converging
on an inferior specification (David, 1985), the suppression of variety that would otherwise generate
information about which designs are best (Farrell and Saloner, 1986), and the creation of installed bases
that resist beneficial change. The historical bargain was that these costs were worth paying because
bilateral, bespoke integration was prohibitively expensive at market scale.

If AI reduces the cost of bespoke integration by one or two orders of magnitude, the terms of that
bargain move. The option value of postponing convergence rises. The penalty for heterogeneity falls.
The argument that a thousand incompatible systems impose a deadweight n2 translation burden weakens
if translation is generated on demand at negligible marginal cost. It is intellectually lazy to wave this away
with the observation that standards are about more than translation. The correct response, which this
report attempts, is to identify precisely which functions of standards are translation-like, and therefore
exposed to AI substitution, and which are not.

2.3 Why finance is the right test bed

Much of commercial software integration tolerates interpretive failure, because errors there are typi-
cally reversible and their costs idiosyncratic: a dashboard shows stale data, a webhook is retried, a user
re-enters a form. The tolerance is not universal, and avionics, medical devices, and industrial control
stand well outside it; the point is narrower, that where integration errors are cheap to reverse, machine-
mediated improvisation is at its most defensible. Finance sits at the opposite pole of commercial com-
puting: it is the domain where the consequences of interpretive failure are maximised and where the
institutional machinery for preventing, allocating, and adjudicating those consequences is most devel-
oped. Payments, securities settlement, custody, collateral, derivatives, and fund administration involve
enforceable obligations, regulated processes, systemic risk, requirements of auditability and finality, and
dense webs of liability. The international regulatory community has codified what infrastructure in this
domain must guarantee, including a well-founded legal basis, clear and certain final settlement, and
rigorous operational risk management (CPMI-IOSCO, 2012). If the abolitionist case for AI-mediated
interoperability holds anywhere, it should hold least here; if the preservationist case holds anywhere, it
should hold most here. Tokenization sharpens the test further, because it is the live construction site
where new instruments, new infrastructures, new law, and new standards are being built simultaneously,
and where the question of what must be standardised is being answered in real time by legislatures,
central banks, standards bodies, and protocol developers.

2.4 A note on epistemic status

This report is an exercise in institutional analysis, not prophecy, and it tries to keep three registers sep-
arate. Evidence refers to observed facts: what standards exist, what they cost, how past interoperability
programmes fared, what AI systems demonstrably do today, what law currently provides. Inference
refers to conclusions drawn from evidence via mechanisms the report makes explicit, such as the incen-
tive analysis of adversarial interpretation or the base-rate arithmetic of error at scale. Speculation refers
to projections about capabilities or institutional forms that do not yet exist, including several of the fu-
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ture standard forms in Section 9. Where the register shifts, the text says so. The reader should discount
the three registers differently, and the report’s conclusions are constructed to survive even if the most
speculative capability claims are realised in full, which is the scenario least favourable to standards.

3 What Standards Actually Do

Any forecast about the fate of standards must begin from an accurate account of what they do. The
popular account, that standards exist so that systems can interoperate, is true but radically incomplete,
and its incompleteness is exactly what makes the AI challenge seem stronger than it is.

3.1 What a standard is: definition and elements

Because the argument that follows turns on which functions of standards survive, the term itself must
be fixed first, and fixed broadly enough to prevent a misunderstanding that distorts much of the current
debate. As used throughout this report, a standard is a reference fixed in advance of the transactions
that use it, maintained by an identifiable steward, and intended for repeated use by parties who did not
author it, such that conformity with it can be assessed. Seven elements recur across the population,
and they supply the analytical vocabulary for everything that follows: (i) a subject, the thing being
fixed, which may be a format, a meaning, a process, a property, or a required conduct; (ii) normative
content, the requirements and conformance criteria that distinguish compliant from non-compliant; (iii)
an artifact form, historically prose, increasingly schema, code, and test suite; (iv) a steward, the body
with authority over the reference, whether a formal standards organisation, an industry consortium, a
market infrastructure, a regulator, or a legislature; (v) an adoption mechanism, ranging from voluntary
uptake through contractual incorporation to regulatory mandate and network compulsion; (vi) a binding
force, running from social convention through contract to statute; and (vii) a change regime, the governed
procedure by which the reference itself may be altered.

Two consequences of this definition matter for the whole report. First, interface protocols are one
species of standard, not the genus. Rulebooks, definitions booklets, statutory technical rules, accounting
policies, identifier schemes, and documented market practice all satisfy the definition, and an analysis
that silently equates standards with interoperability protocols will misjudge the AI era, because, as Sec-
tion 6 develops, AI bears on the species very differently. Second, the elements can be affected indepen-
dently. A technology that transforms the artifact form and the economics of drafting, as AI does, need
not touch the steward, the binding force, or the change regime at all, and much of the confusion in the
current debate comes from inferring the fate of the whole institution from the disruption of one element.

3.2 Six functions

Observation of standards in software and finance suggests at least six distinct functions, which different
standards combine in different proportions.

Coordination. A standard is a focal point in the sense of Schelling (1960): it lets many parties
converge on one of many possible equilibria without pairwise negotiation. The value here is not that the
chosen point is best but that it is common. This is the function most exposed to AI substitution, because
machine negotiation makes pairwise coordination cheap.

Compression. Related but distinct: a standard replaces n2 mappings with n conformances, and re-
places continuous renegotiation with a one-time investment. This too is exposed to AI, with an important
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reservation developed in Section 5: compression also compresses the verification problem, and verifica-
tion does not become free just because generation does.

Semantic fixation. A standard fixes what terms mean. ISO 4217 fixes what EUR denotes; the ISDA
Definitions fix what a Failure to Pay is; Article 12 of the amended Uniform Commercial Code fixes
what it means to have control of a controllable electronic record (Uniform Law Commission, 2022).
Semantic fixation is not translation. Translation maps one representation to another; fixation establishes
the reference against which any mapping is right or wrong. Without fixation, translation quality is
undefined.

Commitment and reliance. By conforming to a standard, a party binds itself in advance to interpret
and to act in a specified way, which allows counterparties to rely, to invest, and to price. The economic
content of a standard is often precisely this self-binding: a settlement system’s rulebook is valuable
because participants cannot deviate from it unilaterally, not because deviation would be technically dif-
ficult.

Liability allocation and verification substrate. Standards allocate responsibility ex ante. Confor-
mance functions as a safe harbour and as evidence of due care; certification against a standard is how
auditors, insurers, and supervisors convert an open-ended question, was this system adequate, into a
decidable one, did it conform. Audit, assurance, and certification are only possible against a stable
reference. A moving specification cannot be audited, only observed.

Institutional memory. Standards encode lessons paid for in losses. Payment-versus-payment settle-
ment in foreign exchange encodes the 1974 Herstatt failure (Galati, 2002). The Legal Entity Identifier
encodes the discovery, in 2008, that no one could aggregate exposures to Lehman Brothers across its
hundreds of legal entities (FSB, 2012). Risk data aggregation standards encode the same discovery
inside banks (BCBS, 2013). To ask whether AI makes such standards unnecessary is to ask whether
intelligence substitutes for memory, and the honest answer is only if the intelligence is instructed by the
memory, which is to say, only if the standard persists in some form.

The pattern to hold onto is this: the first two functions concern the cost of compatibility, and AI
attacks them directly. The last four concern the authority behind meaning and conduct, and AI does not
touch them, because they are not information-processing problems.

3.3 Syntax, semantics, pragmatics

A second decomposition cuts across the first. Borrowing from the philosophy of language, any com-
municative standard operates at three levels. Syntax governs form: field layouts, encodings, data types,
message grammars. Semantics governs meaning: what a field denotes, what an event type is, how a busi-
ness concept maps to data. Pragmatics governs force: what sending or receiving a message commits
the parties to, what acting on it does to legal state, what recourse exists when expectation and reality
diverge.

The distinction matters because AI’s leverage is sharply unequal across the three levels. Syntax
is where models are strongest: parsing, converting, and generating well-formed structures is close to
a solved problem. Semantics is where models are strong but unanchored: a model can propose that
field X in system A corresponds to concept Y in system B, and the proposal will usually be plausible,
but plausibility is not correctness, and correctness is only defined relative to a semantic reference that
someone fixed. Pragmatics is where models have no purchase at all, because pragmatic facts are not
inferable from representations. Whether a transfer is final is not a property of the transfer message; it is
a property of a rulebook, a statute, and a designation (European Union, 1998). A model can report what
the rulebook says. It cannot make the rulebook true.
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3.4 The families of standards

It is also worth cataloguing what kinds of artifact the word standard covers, because the AI challenge
lands differently on each. API and session standards (FIX session layer, REST conventions) govern how
systems converse. Schema and message standards (ISO 20022, FpML) govern the structure of what they
say. Ontologies and taxonomies (the Financial Industry Business Ontology, the ISDA and FINOS Com-
mon Domain Model’s product and event model, the ICMA Bond Data Taxonomy) govern the concepts
behind the structures (EDM Council, n.d.; FINOS and ISDA, n.d.; ICMA, 2023). Identifier standards
(LEI, ISIN, the ISO 24165 Digital Token Identifier) give the market shared names for shared things (ISO,
2021). Legal definition standards (ISDA Definitions booklets, statutory definitions of control, transfer
order, or electronic money token) fix meaning with legal force. Process standards (corporate action
market practice, collateral management rulebooks such as the Eurosystem’s SCoRE standards) govern
sequences of obligations (ECB AMI-SeCo, 2020). Execution and settlement standards (delivery-versus-
payment models, finality rules, default management procedures) govern the commitment core itself. As
a rough law, AI’s substitution potential declines monotonically down this list, and Section 6 will argue
that the value of standardisation correspondingly rises down it.

3.5 Static versus adaptive; bilateral versus market-wide

Two further axes complete the analytic frame. Standards differ in their change regime. Some are effec-
tively frozen; some evolve on governed release cycles, as ISO 20022 does through its annual maintenance
process; some are living standards in the sense pioneered by the WHATWG for HTML, continuously
updated under version control with conformance defined by tests rather than by dated documents. The
choice of change regime is itself a governance decision, and one of this report’s conclusions is that
AI shifts the optimal regime toward governed velocity: faster than committee cycles, slower and more
accountable than model updates.

Standards also differ in scope. Bilateral interoperability requires only that two parties agree; market-
wide interoperability requires that all parties share not merely pairwise compatibility but a common state.
The difference is fundamental and is repeatedly elided in the AI-abolitionist argument. Translation is
bilateral; truth in a market is multilateral. A securities market does not need every pair of participants
to understand each other; it needs a single answer to the question of who owns what, an answer that
survives the failure of any participant. Pairwise consistency among n2 AI-negotiated mappings does not
compose into a shared state; a register does. This is why the infrastructures at the core of finance, central
securities depositories, payment systems, trade repositories, are not translation layers but authoritative
records, and why their standards are not conveniences but constitutions.

3.6 Precedents and their lessons

The report will draw throughout on a set of precedents, introduced here with the lesson each contributes.
TCP/IP versus OSI. The internet’s protocol suite, developed through rough consensus and running

code, defeated the more complete, more official OSI stack (Abbate, 1999; Russell, 2014). Lesson: de
facto standards anchored in working implementations beat de jure standards anchored in documents.
This is a point for the executable-standards thesis of Section 6, not against standards as such: TCP/IP
was still a standard, and its interoperability was proven in plugfests, the ancestors of conformance test
suites.

The robustness principle and its revision. Postel’s injunction to be conservative in what you send
and liberal in what you accept enabled the early internet to grow across imperfect implementations
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(Postel, 1981). Four decades later, the IETF’s considered position is that liberal acceptance breeds
ossification, divergence, and security vulnerability, and that protocols are healthier when deviations fail
fast and visibly (Thomson and Schinazi, 2023). The formal-language security literature reached the
same conclusion from the exploit side: parsers that accept ill-defined inputs become weird machines
that attackers program (Bratus et al., 2011). Lesson: tolerant interpretation at scale is not a free lunch,
and AI is Postel’s principle with a research budget. The internet already ran this experiment.

ISO 15022 to ISO 20022. The securities industry has spent more than two decades migrating between
its own message generations, and ISO 20022’s deeper contribution is not its XML syntax but its method-
ology: a business model and data dictionary from which syntaxes are derived (ISO, 2013). Yet identical
syntax did not produce identical usage; cross-border payments required an additional layer of market
practice guidelines to constrain how the standard is used. Lesson: syntax does not carry semantics, and
even a semantic repository does not carry pragmatics; usage must be governed.

FIX. The FIX protocol standardised the session and message layer of electronic trading and then
discovered that every bilateral connection still required negotiated rules of engagement specifying which
fields, values, and workflows each counterparty actually supports. Lesson: standards and negotiated
profiles coexist; the sustainable pattern is negotiation within a certified envelope, a pattern Section 9
generalises to AI agents.

FpML to the Common Domain Model. FpML standardised the representation of derivatives; the CDM
was created because representation proved insufficient, and what the market needed was a standard for
the events and functions of the trade lifecycle, expressed in executable form (FINOS and ISDA, n.d.).
Lesson: the frontier of financial standardisation was already moving from data to process and from prose
to code before modern AI arrived.

ACTUS. The Algorithmic Contract Types Unified Standards project demonstrated that the cash-flow
obligations of most financial contracts can be reduced to a small set of contract types with deterministic,
executable payoff functions (Brammertz et al., 2009; ACTUS, n.d.). Lesson: semantics can be made
computable, and when it is, valuation, risk, and reporting cease to be interpretive exercises. ACTUS is
the existence proof for the executable-standard category this report projects forward.

ERC token standards. The ERC-20 interface, a few function signatures, created composability at a
scale no committee ever achieved, and simultaneously demonstrated the cost of standardising interface
without semantics: non-conforming return values, fee-on-transfer and rebasing tokens that silently vio-
lated integrator assumptions, and approval race conditions became endemic (Vogelsteller and Buterin,
2015). ERC-4626 standardised vault accounting and still required post-hoc property guidance on round-
ing direction and inflation attacks (Santoro et al., 2022). Lesson: interface standards without property
standards compose bugs as efficiently as they compose features.

Package ecosystems. Semantic versioning is a machine-actionable compatibility promise, a social
contract enforced by tooling. The 2016 removal of a trivial package, left-pad, broke builds across the
industry and revealed the fragility of unpinned dependency graphs; lockfiles restored determinism by
freezing resolution at a moment in time; software bills of materials emerged as provenance standards
after supply-chain compromises. Lesson: when automated resolution became too clever to reproduce,
the ecosystem responded by pinning meaning at the point of commitment. The reader is invited to hold
that phrase in mind; it recurs as this report’s architectural refrain.

Post-crisis identifiers. After 2008, regulators mandated derivative trade reporting, and the reports
proved unaggregatable: without common transaction and product identifiers, supervisors could not
match the two sides of the same trade. The remedy was not smarter parsing but the global harmonisation
of critical data elements, the UTI, and the UPI (CPMI-IOSCO, 2018). Lesson: supervision at market
scale requires shared reference points; it cannot be reconstructed by inference over heterogeneous data,
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because the question of whether two records denote the same trade is precisely what inference cannot
settle and identifiers do.

4 The Strongest Case That AI Weakens the Need for Standards

This section states the abolitionist case as its proponents should state it, without the strawman framing
that standards advocates prefer to attack. The case is not that meaning is unnecessary. It is that ex
ante, committee-produced, document-shaped agreements are an increasingly inefficient technology for
producing the coordination that markets need, and that machine mediation supplies a superior technology
for a growing share of that need. Seven arguments carry the case.

4.1 The collapse of the cost asymmetry

The economic foundation of standardisation is a cost asymmetry: bespoke integration is expensive, so
paying the fixed costs of convergence, committee time, migration projects, retesting, is worth it. Esti-
mates of what large financial institutions spend on integration, reconciliation, and data remediation vary,
but no practitioner disputes that glue work consumes a substantial fraction of technology budgets and
that much of it is semantically trivial: moving values between representations that differ for historical
rather than substantive reasons. If AI reduces the marginal cost of a working, tested adapter from months
of specialist effort to hours of supervised generation, the asymmetry that justified convergence weakens
across a large class of integrations. The standard economics of compatibility does not say standardise al-
ways; it says standardise when coordination is costlier than variety is valuable (Farrell and Saloner, 1985;
David and Greenstein, 1990). AI moves the threshold, and honesty requires admitting that it moves it a
long way.

4.2 Standards freeze bad abstractions, and semantics freezes hardest

Every standard is a bet that today’s abstraction will fit tomorrow’s world, and the historical record of
such bets is mixed. QWERTY is the folkloric example (David, 1985); the financial examples are more
instructive. ISO 15022 froze a message model that the industry then spent twenty years co-existing
with its successor, running dual infrastructures at enormous cost. FIX accumulated thousands of tags
whose meanings drifted across venues. The deeper point cuts against the standards-maximalist reading
of this very report: if the future of standards is semantic, then the lock-in risk migrates to semantics,
and semantic lock-in is worse than syntactic lock-in, because an ontology that misdescribes the world
propagates its misdescription into every system that conforms to it, and unwinding a concept is harder
than unwinding a field layout. A world of AI translators, by contrast, holds abstractions loosely: each
mapping is regenerable, each integration is a hypothesis that can be revised when the world changes.
Dynamic translation is, on this argument, a form of institutional humility that premature convergence
forecloses.

4.3 Standards lag, and the lag is getting more expensive

Formal standardisation runs on committee time: multi-year cycles of proposal, ballot, comment, and
publication, followed by multi-year adoption. Product cycles in AI-adjacent software run on weeks.
When the two clocks diverge this far, the standard published at the end of the cycle describes a world
that no longer exists. The history of web services is the cautionary tale: the WS-* stack produced dozens
of formally impeccable specifications that the market abandoned wholesale for informal REST and JSON
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conventions, which were never standardised in the ISO sense at all and interoperated better in practice.
The lesson generalises: where change is fast, the de facto conventions of running systems, discoverable
and learnable by machines, may coordinate better than de jure documents, and AI dramatically improves
the discoverability of de facto conventions. On this view, the model does not replace the standard; it
replaces the committee, by learning the emergent convention directly from the corpus of live behaviour.

4.4 Capture, politics, and the lowest common denominator

Standards bodies are political economies. National delegations pursue industrial policy; incumbents pur-
sue moats; vendors pursue standard-essential positions; and consensus processes systematically produce
lowest-common-denominator outcomes, because the veto players are those with installed bases to pro-
tect. The result is familiar to every practitioner: standards with optional everything, extension points that
swallow the specification, and profiles of profiles. A machine-mediated regime removes the choke point.
No delegation can capture a translation layer that any party can regenerate; no incumbent can slow-roll
an interface that an agent reverse-engineers in an afternoon. There is a genuine liberal argument here:
standards concentrate power in whoever governs the standard, and dissolving that concentration into a
competitive market of interpreters is, other things equal, a gain.

4.5 Diversity is resilience; standards are monoculture

A market in which everyone parses the same format with the same reference implementation fails to-
gether. Heartbleed and log4shell were catastrophic precisely because OpenSSL and log4j were de facto
standards: single implementations embedded everywhere, so a single defect became a systemic event.
Heterogeneous, independently generated adapters do not share failure modes; an input that confuses
one is unlikely to confuse all. On this argument, the standardisers have the systemic-risk analysis back-
wards: it is convergence, not diversity, that concentrates fragility, and a population of diverse machine
interpreters is a portfolio where a monoculture of conformant parsers is a single position. (Section 5
will contest the empirical premise that AI-mediated interpretation is in fact diverse, but the argument as
stated is coherent and historically grounded.)

4.6 Dynamic translation as discovery

Standardisation is often premature because no one yet knows the right abstraction, and the way markets
learn the right abstraction is by running variety. Screen scraping preceded and effectively designed
open banking APIs: the aggregators’ bilateral hacks revealed what data users actually wanted, and the
eventual standards codified the discovered practice. On this reading, AI-generated adapters are not
the enemy of standards but their research programme: a vast, cheap, parallel search over the space of
workable mappings, whose observed convergences become the draft of the next standard. Suppressing
that search with early convergence destroys the information it would have produced. The strong form of
the argument says: let a thousand adapters bloom, instrument them, and standardise the survivors.

4.7 The sharpest version: the model is the standard

The most sophisticated abolitionist argument concedes that shared meaning is indispensable and claims
that AI supplies it by a different route. Large models trained on overlapping corpora converge on substan-
tially shared latent semantics; two competent models asked what a coupon payment date is will agree,
not because a committee fixed the answer but because the training distribution did. On this view, the
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foundation model is the standard: a continuously updated, empirically grounded, universally accessible
semantic reference, produced without ballots and adopted without migrations. Interoperability through
shared weights is standardisation without standardisation, and it scales with capability rather than with
committee throughput.

The claim can be given operational teeth, and its strongest advocates give it exactly that. A pinned
model version together with a system prompt and a handful of exemplars is, on this view, an executable
specification: the exemplars are the schema, the embedding space is the interlingua, and the pair of
model and prompt can be versioned, hashed, and distributed exactly as reference implementations are.
Concentration completes the argument. If most institutions integrate through the same two or three
frontier models, coordination happens through the weights whether anyone intends it or not: the model
becomes the focal point of Section 3.2, selected not by ballot but by capability rankings and procurement
gravity, and adopted at the speed of an API key rather than of a migration programme. On settled vocab-
ulary the convergence claim is plausible and, as far as it can be observed, largely holds; the contested and
the novel are another matter, and the reply below takes them up. As inference from the trajectory, expect
the informal version of this function to grow regardless of what institutions decide: models will operate
as the market’s default glossary, its first-pass translator, and its discovery engine for latent conventions,
in exactly the territory that Section 4.8 marks as conceded.

This is the argument the rest of the report takes most seriously, because it is the only version that
addresses semantic fixation rather than mere translation. Note, however, what the argument has done:
it has not eliminated the standard; it has relocated it, into an artifact that lacks every property that
historically made references institutionally trustworthy. Running the elements of Section 3.1 across the
model-as-standard makes the deficit precise. The steward is a commercial laboratory with no duty to
the reference’s users. The change regime is silent: weights are retrained and behaviour shifts without
a change log, a comment period, or a deprecation notice, so the one property a reference must have,
that it stays put while parties rely on it, is structurally absent; a standard that learns is a moving target.
The normative content is unverifiable except behaviourally, which means anyone needing assurance must
write test suites against the model, thereby reinventing conformance standards one level up. The binding
force is disclaimed in the terms of service, where a standards body’s text carries an author of record and
a liability trail. The adoption mechanism is exit-hostile: a proprietary semantic reference cannot be
forked, archived, or independently maintained, so dependence arrives without the membership rights
that standards governance exists to confer. And the fixation the model does supply is fixation of the
training distribution’s past: it standardises yesterday’s usage as of a cutoff, which is the lag problem of
Section 4.3 rebuilt without the amendment procedure that makes lag correctable. A de facto semantic
standard without a change log, a conformance test, a governance process, or a liability regime is not the
end of standardisation. It is standardisation with every institutional safeguard removed.

The residue of the argument is nonetheless real and should be banked rather than argued away. Mod-
els will function as informal semantic conventions and as instruments of convention discovery, and in
low-stakes territory they will displace written standards outright, as the next subsection concedes. But
wherever the reference must be relied on against an adverse party or an auditor, the market’s observ-
able response to the model-as-standard is the opposite of abolition: it is the demand that the missing
safeguards be supplied, through version pinning, evaluation suites, change notification, provenance, and
certification, which is to say, through standards for models. Section 5 develops the consequences; Sec-
tion 9 develops the remedy.
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4.8 Where the abolitionist case simply wins

Intellectual honesty requires marking the territory this case captures outright, because it is large. Internal
integration within a single legal entity, where one party bears all interpretive risk and can correct errors
administratively, needs no external standard; AI-mediated glue is strictly superior to the undocumented
bespoke glue it replaces. The long tail of SaaS and data integrations, prototypes, analytics pipelines,
legacy migration, one-off data onboarding, and the reading of dying formats (an AI that fluently parses
thirty years of mainframe extracts is a gift to every bank with a merger history) are all domains where
the stakes are recoverable errors and the alternative to machine mediation was never a standard but a
backlog. There is also a genuine emergency case: in a resolution weekend or an operational crisis, the
counterparty’s systems must be understood now, and an interpreter that works tonight beats a harmoni-
sation programme that completes in five years. Even here, though, the institutional response to the last
crisis is instructive: after 2008, authorities did not conclude that ad hoc interpretation under fire was ac-
ceptable; they standardised the data that must be producible in resolution. Mature systems standardise
even their emergencies.

The abolitionist case, taken whole, is strongest exactly where this report’s six-function analysis pre-
dicts: where the coordination and compression functions dominate and the commitment, liability, and
memory functions are absent. The question is what happens where they are present. That is the subject
of the next section.

5 The Strongest Case That AI Strengthens the Need for Standards

The preservationist case is routinely stated badly, as an appeal to caution or to the cultural authority of
existing institutions. Stated properly, it is a set of structural arguments about what markets are, and each
argument gets stronger, not weaker, as AI capability rises. That inversion is the section’s through-line:
most of what follows shows that the more capable the machines, the more valuable the fixed points.

5.1 Probabilistic inference cannot constitute deterministic settlement

Settlement finality is not an engineering property; it is a legal construct. Under the European settlement
finality regime, and under equivalent provisions elsewhere, there is a designated moment at which a
transfer order becomes irrevocable and unconditional, protected even against the insolvency of the sender
(European Union, 1998; CPMI-IOSCO, 2012). Everything in wholesale finance is built on the existence
of that moment: netting, collateral, intraday credit, default management. The moment must be definite,
because rights vest at it, and it must be common knowledge, because parties on both sides must be able
to act on it simultaneously.

A process whose state transitions depend on probabilistic interpretation cannot supply such a moment.
This is not a complaint about current model quality; it is a statement about kinds. A settlement system
that is extremely confident it settled has not settled; it has produced a well-calibrated opinion. Determin-
ism at the commitment boundary is not a limitation of settlement systems that better technology will
relax. It is their product. The architectural consequence is not that AI is excluded from settlement, but
that its role is bounded: probabilistic cognition may surround the deterministic core, proposing, check-
ing, and explaining, while the core itself, the state machine that vests rights, must be specified, certified,
and replayable. Specified, certified, and replayable is a description of a standard.
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5.2 Adverse interests: interpretation is a conflict, not a computation

The abolitionist case models interpretation as a cooperative task: two systems want to understand each
other, and a sufficiently capable interpreter closes the gap. Finance is not like that. Counterparties have
adverse economic interests, and interpretive questions in finance are distributive: whether a credit event
occurred, whether a transfer restriction applied, whether a valuation input was permissible, decides who
pays whom. In a distributive dispute, each party’s AI will, rationally and without any malfunction,
construct the most defensible reading favourable to its principal. Greater capability does not converge
the readings; it improves both briefs. Two very capable models with adverse mandates disagree more
precisely, not less.

Markets solved this problem long before AI, and the solution is instructive because it is not a trans-
lation layer. It is an office: a body whose determination binds. The ISDA Determinations Committees
exist because whether a Failure to Pay occurred is frequently not inferable from public facts to the sat-
isfaction of both sides, and someone must decide with finality so that a hundred thousand contracts can
settle uniformly. Exchanges maintain clearly-erroneous-execution rules because even mistakes must
have standardised consequences. Ambiguity detection, at which AI will excel, is a capability. Ambigu-
ity resolution is an office. AI will surface more ambiguity, faster, in more contracts, than human review
ever did, and every surfaced ambiguity is a dispute in waiting. A world of machine-scale ambiguity de-
tection therefore needs more authoritative resolution capacity, not less: more precise definitions, more
executable rules whose outputs are decidable, and more determination mechanisms whose findings bind.
This is also the answer to the negotiated-compatibility framing: negotiated compatibility governs how
two systems talk; enforceable finality governs what the talking did to legal state; and no volume of the
former substitutes for the latter.

5.3 Error correction versus legal accountability

In ordinary software, error correction is a virtue: detect the mismatch, patch the mapping, replay the job.
In finance, correcting an executed error is not a patch; it is an unwind, and unwinds are governed events
with distributive consequences. Reversing a settled transfer disturbs finality; adjusting a struck NAV
triggers compensation frameworks; amending a submitted regulatory report is itself a reportable event.
The relevant question when AI-mediated interpretation fails is therefore not can the error be fixed but
who bears it, under what procedure, with what effect on third parties who relied. Those questions are
answered by rulebooks, by contracts, and by law, none of which can be generated at the moment of failure,
because their entire function is to have been agreed before it. The better AI gets at acting, the more acting
it does, and the more the binding constraint becomes the pre-agreed allocation of the consequences of
action. Self-correction is a property of systems; accountability is a property of institutions.

5.4 AI reasoning versus audit trails

Regulated finance runs on reconstructability. A supervisor, an auditor, or a court must be able to deter-
mine, years later, why a decision was taken and whether the process followed was the process required.
Model-mediated interpretation strains this requirement in three specific ways. First, non-determinism:
the same inputs can yield different outputs across runs, so the decision cannot be replayed. Second, ver-
sion drift: the model that made the decision no longer exists in the fleet six months later, so the decision
cannot be re-derived. Third, context dependence: the output depended on a prompt assembled from live
data whose state was not preserved. None of these is fatal, and all three have remedies: pin model ver-
sions, log prompts and outputs, fix decoding parameters, archive weights, hash the whole. But observe
what the remedies are. They are record-keeping and reproducibility standards for models, of exactly the
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kind that model risk management guidance has required of quantitative models for over a decade (Fed-
eral Reserve and OCC, 2011) and that the European AI regulation now requires of high-risk systems in
the form of logging and traceability obligations (European Union, 2024a). The audit-trail argument does
not show that AI cannot be used; it shows that using it manufactures fresh demand for standards, aimed
at the machines themselves. The evidence-grade audit log, hash-chained, signed, model-versioned, is a
standard form this report expects to become as fundamental to AI-era finance as the trade confirmation
was to the paper era.

5.5 Liability, certification, and the procurement reality

When an AI-generated adapter misinterprets a payment instruction and value is lost, existing law does
not recognise the translator erred as a category that absolves anyone. Loss will be allocated across
the deployer, the counterparty, and possibly the vendor, along lines fixed by contract, by negligence
doctrine, and by regulatory expectations about outsourcing and operational resilience. Institutions know
this, which is why the adoption question is not decided by capability demonstrations. An institution can
procure against a certified interface: the specification defines the promise, the certification evidences
conformance, the contract allocates residual risk, the insurer prices it, the auditor attests it. An institution
cannot procure the model will figure it out, because there is no specification to warrant, no conformance
to certify, no stable object for the contract to describe. This is the concrete meaning of the contrast
between AI-generated adapters and certified interfaces: the artifact may be identical code, but only one
of them is a legal object. The likely and desirable synthesis is not either-or: adapters will be machine-
generated and then certified, with the certification, conformance evidence against a published test suite,
doing the institutional work. That synthesis presupposes the test suite, which presupposes the standard.
Note also the public-trust dimension: private parties are free to run uncertified interpretation between
themselves and eat the losses; the case for mandatory reference points arises exactly where third parties,
clients, markets, taxpayers, are exposed to interpretations they never agreed to. Private-sector flexibility
and public trust are not opposites to be balanced rhetorically; they are jurisdictions to be demarcated,
and the demarcation line is externalised risk.

5.6 Model drift, hallucination, and adversarial manipulation

Three failure modes distinguish machine interpretation from the deterministic parsing it would replace,
and each has systemic character. Hallucination and base rates: an interpreter that errs once in a hundred
thousand messages is extraordinary by human standards and produces tens of thousands of errors a day
at payment-system scale; when the erring interpreter is embedded in an autonomous loop, errors execute
rather than queue for review. Drift: model updates silently change interpretive behaviour across every
integration simultaneously, which is a change-management event of market-wide scope occurring on a
vendor’s schedule; the financial industry’s hardest-won operational lesson, that uncontrolled deployment
is how a firm loses hundreds of millions in forty-five minutes, as Knight Capital did in 2012, applies
with full force to weights. Adversarial manipulation: an interpreter that reads free text is a machine
an adversary can program with inputs; instruction-injection through the unstructured fields of financial
messages is the modern instance of the formal-language security thesis that every permissive parser
is an attack surface (Bratus et al., 2011). The mitigation for all three is the same and is instructive:
constrain the input language, validate against strict schemas, canonicalise before commitment, and treat
interpretive components as models under governance. Strict schemas, canonical forms, and governed
models are standards. The security case for standards was strong before AI; adversarial AI makes it
decisive, because the attacker now has the same interpreter the defender does.

There is also a monoculture rejoinder to Section 4.5. The premise that machine interpretation is
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diverse is empirically doubtful: the market is converging on a small number of foundation models,
so interpretive errors will be correlated across institutions in a way that a population of independently
written parsers never was. Correlated interpretation error across a market is a financial-stability exposure
of a new kind, kin to the correlated model behaviour behind the 1987 portfolio-insurance cascade and
the 2010 flash crash (CFTC and SEC, 2010), and supervisors currently have no instrument for measuring
it. The realistic near future is the worst of both framings: monoculture at the model layer, heterogeneity
at the behaviour layer. Standards at the commitment boundary are the available hedge.

5.7 Supervision and the aggregation problem

A supervisor overseeing a market of n institutions cannot maintain n bespoke semantic relationships,
and, more fundamentally, cannot aggregate risk across reports whose terms do not share reference. The
post-crisis reporting experience settled this empirically: mandated derivative reporting into repositories
produced data that could not be matched or summed until identifiers and critical data elements were
harmonised globally (CPMI-IOSCO, 2018). It is sometimes suggested that AI dissolves this problem,
since a capable model can readn heterogeneous submissions. It cannot dissolve it, for the reason given in
Section 3: whether two records denote the same trade, the same entity, the same exposure, is an identity
question, and identity in an adversarial reporting environment is fixed by identifiers and attestations, not
inferred from resemblance. Inference over heterogeneous regulatory data does not produce supervision;
it produces a well-read guess about the system’s state, held by the one actor whose statements about the
system’s state must not be guesses.

5.8 The commitment argument: adaptive agents raise the value of invariants

The deepest version of the preservationist case is almost paradoxical. The classical function of a standard
is to constrain behaviour so that others can rely on it. Human institutions could partly substitute reputa-
tion, habit, and slow change for explicit constraint, because humans are not very adaptive. Autonomous
agents are maximally adaptive: they can renegotiate, re-optimise, and re-interpret continuously. A mar-
ket of such agents in which everything is renegotiable is a market in which nothing can be relied upon,
and reliance is what markets sell. The more flexible the agents, the more valuable the invariants: the
properties guaranteed not to be renegotiated, the interpretations guaranteed not to drift, the boundaries
within which optimisation is licensed. Machine autonomy does not relax the need for explicit, testable
constraints; it converts that need from an efficiency preference into a precondition for the market’s ex-
istence. It is, on reflection, unsurprising that the very first act of the agentic-AI ecosystem was to write
standards for itself: the Model Context Protocol and the Agent2Agent protocol arose within months
of agent deployment, produced by AI firms, because even machine-to-machine interaction was discov-
ered to need fixed points (Anthropic, 2024; Google, 2025). The ecosystem that was supposed to make
standards obsolete began by demanding them. That is not an irony; it is the thesis.

Finally, the tension between innovation speed and operational resilience, often presented as the deci-
sive argument against standards, is better understood as an argument about where standards sit. Speed at
the edges is compatible with rigidity at the core; indeed each enables the other, because experimentation
is only safe when the commitment boundary it presses against is well-defined. The regulated future is
not slow AI. It is fast AI inside certified envelopes, a construction Section 9 makes concrete.
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6 The Middle View: Standards Migrate Up the Stack

Sections 4 and 5 are both, in this report’s judgement, substantially correct. Both views have merits, but
on different levels, and the appearance of contradiction dissolves once the object of the dispute is stated
precisely. The question is not whether standards about syntax lose value while standards about seman-
tics gain it, as though these were different documents with separate fates. Nearly every consequential
standard bundles several aspects at once: a syntactic aspect, how content is serialised and carried; a se-
mantic aspect, what the content means; and a pragmatic aspect, what rights, obligations, and processes
attach to it. ISO 20022 is the canonical illustration, since its own methodology separates a business
model of meanings from the message syntaxes that carry them (ISO, 2013), and a market rulebook like-
wise couples defined terms to procedures to formats within one instrument. What AI redistributes is
value across the aspects within each standard, and across the standard population weighted by aspect:
the abolitionist case of Section 4 bites hardest on the syntactic aspect away from commitment bound-
aries, and the preservationist case of Section 5 bites hardest on the semantic and pragmatic aspects and
wherever the commitment functions of Section 3 are engaged. Three migrations follow from this redis-
tribution. The first two are, in the report’s judgement, well supported by evidence and inference; the
third is more contested, and the discussion marks it so.

6.1 First migration: from the syntactic aspect toward the semantic and pragmatic as-
pects

The value of the syntactic aspect declines. It does not reach zero, for the security and determinism
reasons of Section 5.6: at the commitment boundary, strict grammars and canonical serialisations remain
the cheapest and most adversarially robust validation technology available, and canonical form is what
gets hashed, signed, and archived. But away from that boundary, the historical rationale for syntactic
uniformity, that heterogeneous forms were expensive to bridge, lapses. What appreciates is the semantic
aspect, and it appreciates for a reason that deserves emphasis because it inverts the abolitionist inference.
Machine translation between systems is only checkable against a semantic reference. An ontology is not
what the translator replaces; it is what makes the translator auditable, the difference between a mapping
that is plausible and a mapping that is correct. AI without shared ontology produces fluent, coherent,
institutionally unanchored mappings, and fluent, coherent, wrong is the most dangerous failure mode
in finance, because it passes review. The more translation machines do, the more valuable the fixed
points of meaning against which their output is verified. Semantics is consolidated so that syntax can
be liberated.

A clarification matters enough here to state bluntly, because the debate is routinely conducted as if
it were false. Rulebooks, definitions booklets, statutes and the technical rules made under them, ac-
counting policies, identifier schemes, and documented market practice are standards in the full sense
of Section 3.1: references fixed in advance, under stewardship, for repeated use by parties who did not
write them. They are not interoperability protocols, and an analysis that quietly equates standards with
interface protocols will systematically misread the AI era, because the first migration shifts weight pre-
cisely onto this non-interface population. Intellectual honesty requires the concession that travels with
the clarification: most of Section 4’s arguments apply to these non-interface standards too, and several
apply with greater force. A definitions booklet freezes an abstraction harder than a schema does, since
renaming a field is refactoring while redefining default is litigation (Section 4.2). Legal and quasi-legal
standards lag worst of all, on amendment cycles measured in years and treaty processes measured in
decades (Section 4.3). Capture is most valuable exactly at the semantic layer, because whoever fixes the
definition moves the money (Section 4.4). The middle view does not claim that the upper aspects are
immune to the critique; it claims that the remedy differs by aspect. For the syntactic aspect there is now

19



an exit: machine translation makes heterogeneity cheap, so uniformity can be relaxed. For the semantic
and pragmatic aspects of a multilateral market there is no exit, because a private meaning of default is an
oxymoron where obligations are multilateral; the live choice is between governed shared meaning and
ungoverned shared meaning, never between shared meaning and none. The remedy for the real defects
of semantic and legal standards is therefore not their abandonment but their reformed production, which
is the second migration, and a reformed change regime, which is the contested third.

Above semantics, the pragmatic aspect, what messages and acts do to rights and obligations, was
never really carried by technical standards at all; it was carried by exactly the rulebooks, definitions,
statutes, and market practice just discussed, which the technical standards presupposed. The first migra-
tion makes this visible. When the machinery below becomes fluid, the fixed points above stand out, and
institutions discover that what they actually depend on is not the message format but the finality rule, not
the schema but the definition of default, not the API but the allocation of loss. Expect pragmatic stan-
dards, previously implicit in legal boilerplate and operational custom, to be made explicit, precise, and,
where possible, executable, precisely because autonomous systems cannot be trusted to absorb them
from custom.

6.2 Second migration: from prose to executable form, and from drafting cost to ratifi-
cation politics

The second migration changes what a standard physically is. The historical standard is a document:
human-readable, normative in prose, tested only socially. The emerging standard is a bundle of artifacts:
a machine-readable data model, a reference implementation whose behaviour is normative, a confor-
mance test suite that operationally defines compliance, formal properties that certified implementations
must be shown to satisfy, and, increasingly, executable regulatory logic. This migration predates mod-
ern AI, and the finance-native evidence is decisive: the Common Domain Model expresses lifecycle
events as executable functions rather than described procedures (FINOS and ISDA, n.d.); ACTUS re-
duces contract semantics to deterministic payoff algorithms (Brammertz et al., 2009); ISDA’s Digital
Regulatory Reporting programme compiles reporting rules into open-source code that firms run, con-
verting a compliance interpretation exercise into a software distribution, and is live in production for
major reporting regimes (ISDA, 2024); supervisors themselves piloted machine-executable rulebooks
in the Bank of England and FCA digital regulatory reporting work (Bank of England and FCA, 2019);
and the rules-as-code movement has generalised the idea to legislation (Mohun and Roberts, 2020). The
direction of travel was set by the discovery, repeated across all these programmes, that prose does not
survive contact with automation: every firm’s lawyers read the same paragraph differently, and the di-
vergence surfaces as unmatchable data years later.

AI’s effect on this migration is straightforwardly complementary, and this is the report’s most con-
sequential inversion of the framing question. One reason executable and formal standards have been
rare is cost: writing a formal specification, a reference implementation, and an exhaustive test suite is
expensive, and formal verification was economically viable only for the most critical components, a fact
documented even by its industrial champions (Newcombe et al., 2015). Large models collapse exactly
these costs. They draft specifications from corpora of practice, translate prose rules into candidate logic,
generate conformance tests adversarially, formalise properties, and check implementations against them,
at a small fraction of historical effort. AI does not compete with standards at this layer; it is the enabling
technology for a generation of standards that were previously unaffordable: richer, more formal, more
testable, and maintained at software velocity.

But cost was never the whole story, and an honest statement of this migration says so. The other
binder is politics. Prose can hold a coalition together precisely because it lets incompatible readings
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coexist; constructive ambiguity is not always a drafting failure but sometimes the price of agreement, in
statutes as in negotiated settlements. Executable form refuses to provide that service. Encoding forces
a choice among readings, the reference implementation is therefore a distributional act, and the diff
shows exactly whose interpretation lost. AI does not remove this politics; it concentrates and exposes it,
by collapsing the cost of every stage except the one that was political all along. The bottleneck moves
from drafting, which machines now do, to ratification, which they cannot, and ratification carries the
consensus-building, the side payments, and the legitimacy work that committee processes always quietly
performed between the drafting sessions. The practical consequence, developed for standards bodies in
Section 10.4, is that consensus institutions become more central to standardisation as their drafting
function shrinks. When drafting is free, agreement is the entire cost of a standard, and agreement is
what standards institutions are for.

6.3 Third migration: from static documents toward governed velocity, and its limits

The third migration concerns the change regime, and it is the point at which the report’s synthesis is
most exposed and is therefore stated with the most caution. Static standards impose the costs catalogued
in Section 4: frozen abstractions, lag, dual-running migrations. Fully adaptive interpretation imposes
the costs catalogued in Section 5: drift, irreproducibility, unaccountable change. The synthesis on of-
fer is governed velocity: standards maintained as versioned, machine-readable artifacts under explicit
change control, evolving on short cycles, with conformance defined continuously by test suites rather
than periodically by documents, and with the authority to change concentrated in an accountable process
rather than diffused into model updates. Precedents exist: the living-standard model of the modern web
replaced dated documents with continuously maintained specifications disciplined by test suites; seman-
tic versioning made compatibility promises machine-actionable; lockfiles reconciled adaptive resolution
with deterministic execution by resolving freely and then pinning. But the precedents should be read for
what they are: software communities governing software artifacts among parties with broadly aligned
interests.

The objection to generalising them writes itself, and it is partly right: transplanted naively, governed
velocity is a technologist’s theory of institutions. Standards processes are slow for reasons that better
tooling does not touch. Due process, consultation, and consensus are not overhead on legitimacy; for
voluntary standards they largely constitute it, being the reason non-authors treat the reference as their
own. National mirror committees, translation, and international coordination impose cadence floors on
de jure standards. Installed bases convert every breaking change into a negotiation with sunk capital.
And where a standard is incorporated into contracts or law, its stability is not a defect but the reliance
interest it exists to create; a rulebook that released weekly would destabilise the very thing it is for. The
evidence therefore supports a narrower claim than the slogan suggests, and the report states the narrower
claim as its position. Velocity is migrating to the artifact layer of standards, where it demonstrably
works: message schemas on regular maintenance cycles, protocol extension packs, executable reporting
rules released and patched as software (ISDA, 2024), conformance suites in continuous integration.
Ratification, by contrast, retains institutional cadence, and in the legally binding population it should.
The unsolved design problem, and it is unsolved, is the coupling: keeping fast artifacts subordinate to
slow authority without either paralysing the artifacts or letting the code become the de facto rule while
the ratified text ages into commentary. The lockfile pattern, resolve and negotiate freely, then pin a
signed, versioned profile before anything touches a commitment path, is offered here as a suggestion for
that coupling, not as a demonstrated institutional equilibrium.

Within that suggestion sits a candidate resolution of the bilateral-versus-market-wide tension of Sec-
tion 3.5, likewise offered as a design proposal rather than a forecast. FIX’s rules-of-engagement experi-
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ence showed that market-wide standards and bilateral profiles are complements: the standard defines the
envelope, the profile selects within it. The AI-era generalisation would be negotiation within certified
envelopes: agents negotiate parameters, formats, and workflows freely inside an option space the stan-
dard defines and certification has bounded, and the negotiated profile is compiled, hashed, and pinned
by both parties before execution, so that what runs is deterministic even though what was agreed was
negotiated. Section 9.4 develops the pattern as a candidate standard form. Table 1 summarises the three
migrations, with the change-regime row read subject to the caveats just stated.

Aspect or layer Direction of change Resulting standard form
Syntax and transport Commoditised by machine translation; re-

tained at commitment boundaries for vali-
dation, canonicalisation, and signing

Strict grammars and canonical serialisa-
tions at settlement, reporting, and audit in-
terfaces; free form elsewhere

Semantics Appreciates; becomes the reference
against which machine translation is
verified

Shared ontologies with formal semantics;
identifier regimes; machine-readable defi-
nitions

Pragmatics and
process

Made explicit and executable; previously
carried implicitly by prose and custom

Executable lifecycle models; machine-
readable rulebooks and legal definitions;
determination mechanisms

Change regime Velocity migrates to the artifact layer; rati-
fication retains institutional cadence

Versioned, signed, test-defined artifacts un-
der accountable change control; negotia-
tion within certified envelopes and pinned
profiles, offered as a design pattern

Assurance From document conformance to continu-
ous, evidence-based certification

Conformance suites in continuous inte-
gration; property certification; evidence-
grade logs

Table 1: The migration of standards under machine-mediated interoperability.

6.4 What the middle view suggests

The middle view yields expectations that can be checked against events over the coming years. They
are offered in the register of Section 2.4 as suggestions rather than inferences: directions the analysis
makes plausible, not outcomes it can guarantee, because each depends on institutional choices that have
not yet been made. If the view is right, the number of actively maintained syntactic message standards
should fall while the number of maintained ontologies, conformance suites, and executable rule sets
rises. Standards bodies should publish less prose and more code, and should begin measuring adoption
by conformance telemetry rather than by citation. The sharpest standardisation activity of the coming
decade should target the layer AI itself creates: model governance, agent identity and mandate, evidence-
grade logging, and certification of machine-generated components. Bilateral, AI-mediated integration
should expand enormously at the periphery of finance while the specified core, settlement, custody,
compliance determinations, and contracts, becomes more formally specified than it is today. And the
institutions that thrive should be those that understood early that the scarce resource had shifted: from
compatibility, which machines now manufacture, to commitment, which only institutions can confer.

7 Tokenized Finance as the Hard Case

Tokenization is the right hard case for this report’s question because it is the domain where the two rival
intuitions collide at full strength. On one side, tokens are the most machine-legible financial objects ever
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created: their state is public or shared, their interfaces are self-describing, their behaviour is code. If AI-
mediated interoperability works anywhere, it should work here. On the other side, tokenized instruments
are claims, and claims are creatures of law, contract, and institution. The collision exposes, with unusual
clarity, where the real difficulty lies.

7.1 The anatomy of a tokenized instrument

A tokenized financial instrument is not a token. It is a stack of five bindings, each of which can fail
independently, and each of which requires a different kind of standard to hold.

The first binding is record to asset: the relationship between the on-chain entry and the thing of value,
which may be native to the ledger or may exist off it. The second is record to rights: the legal archi-
tecture, terms of issue, prospectus, trust deed, fund documents, statute, that determines what the holder
of the record may claim, from whom, and in what priority. The third is rights to controls: the mecha-
nisms, in code and in agreement, that constrain who may hold and transfer, including whitelists, transfer
restrictions, lock-ups, and permissioning. The fourth is controls to lifecycle: the events through which
the instrument lives, issuance, coupons and distributions, corporate actions, collateral calls, defaults,
redemptions, maturity, which typically span on-chain and off-chain processes. The fifth is lifecycle to
cash: the money leg, which may be a stablecoin, a tokenized deposit, central bank money on or off
the ledger, or a conventional payment, and whose coordination with the asset leg determines whether
settlement is atomic or merely hopeful.

Syntactic interoperability addresses none of these bindings. A perfectly translated message about
a token whose relationship to its rights is uncertain is a perfectly translated uncertainty. This is the
structural reason the section’s focal question has the answer it has.

7.2 The focal question: syntax or shared institutional meaning?

Is the bottleneck in tokenized finance the lack of syntactic interoperability, or the lack of shared insti-
tutional meaning around rights, controls, obligations, lifecycle events, risk, and accountability? The
evidence points one way with unusual consistency: the constraint is meaning, and it is not close.

Three lines of evidence support this. The first is the revealed behaviour of institutions. If syntax
were the constraint, the formative investments of the institutional tokenization effort would have been
translators and bridges. They were not. They were legal statements and legislation establishing what a
digital asset is as property (Law Commission, 2023; Uniform Law Commission, 2022); private-law prin-
ciples for digital assets harmonised internationally (UNIDROIT, 2023); model laws making electronic
records capable of functioning as documents of title through the concept of exclusive control (UNCI-
TRAL, 2017; United Kingdom, 2023); contractual definition booklets extending netting and close-out
to digital asset derivatives (ISDA, 2023); regulatory taxonomies distinguishing e-money tokens from
asset-referenced tokens and fixing the redemption rights of each (European Union, 2023); bond data
taxonomies (ICMA, 2023); and an ISO identifier so that market participants and regulators can agree
which token they are discussing at all (ISO, 2021). Every one of these artifacts fixes meaning; none of
them moves bytes. The market, spending its own money, diagnosed its own bottleneck.

The second line is the failure taxonomy of past interoperability programmes in conventional securi-
ties markets, which tokenization inherits. TARGET2-Securities delivered a single technical settlement
platform for Europe in 2015; a decade later, the binding work remains the harmonisation of corporate
action processing, collateral management, and billing practice through the Eurosystem’s SCoRE stan-
dards and the AMI-SeCo harmonisation agenda (ECB AMI-SeCo, 2020). The platform was the fast
part. Meaning was the slow part. There is no reason to expect the causality to reverse merely because
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the platform is a distributed ledger.
The third line is native to the token world itself and was introduced in Section 3.6: the ERC experience.

ERC-20 gave the ecosystem perfect syntactic interoperability, one interface, every wallet, every venue,
and the result was semantic chaos wherever the unspecified mattered: tokens that return no value where
integrators expect a boolean, tokens that deduct fees in transit, tokens that rebase balances, each one
conformant in form and treacherous in meaning (Vogelsteller and Buterin, 2015). The ecosystem’s re-
sponse, security-token standards binding transfers to identity and eligibility such as ERC-3643 (Lebrun
et al., 2021), vault standards subsequently annotated with rounding-direction properties (Santoro et al.,
2022), modular architectures whose upgrade discipline is enforced by kernels rather than by convention
(Mudge, 2020; Boudi, 2026), is a movement from interface standards toward property and control stan-
dards. The purest laboratory of machine-readable finance concluded, from its own losses, that readable
syntax without fixed semantics is a liability, which is the section’s thesis in one sentence.

None of this implies that syntactic work is worthless; it implies an ordering. The binding constraints
on institutional tokenization rank as follows: first, legal semantics, what the token is, what control means,
when transfer is final, how the holder’s claim survives an intermediary’s insolvency; second, control and
lifecycle semantics, how restrictions, entitlements, and events are represented and executed consistently;
third, process standards, how the surviving off-chain machinery, transfer agents, paying agents, registrars,
fund administrators, interlocks with the ledger; and only fourth, syntax, where AI assistance is already
abundant. AI’s arrival does not relax the constraint; it makes the constraint visible, by clearing away the
syntactic underbrush that allowed institutions to believe the problem was plumbing.

7.3 The asset walk

The general claim gains texture instrument by instrument.
Tokenized deposits. A deposit token is a claim on a specific bank, and interoperability between deposit

tokens of different banks is not a translation problem but a settlement problem: transferring the token
across banks requires an interbank obligation to arise and be discharged, which is what correspondent
accounts, common rulebooks, and central bank money are for. This is why every serious tokenized-
deposit initiative, from regulated liability network experiments to the BIS-convened Project Agorá and
the unified-ledger programme of work (BIS, 2023; BIS Innovation Hub, 2024), is at bottom the drafting
of a rulebook and the engineering of a common settlement asset, not the construction of adapters. An AI
cannot mediate between two deposit tokens whose issuing banks have not agreed how to settle, because
there is nothing to mediate; the missing object is an obligation, and obligations are made by agreement.

Stablecoins. The economically salient property of a stablecoin is not its ERC interface but its re-
demption right: who may redeem, at what value, in what timeframe, backed by what assets under whose
custody. Jurisdictions have begun standardising exactly this, by legal category rather than by message
format (European Union, 2023), and the international supervisory community has applied the settlement-
finality expectations of financial market infrastructure to systemically used arrangements (CPMI-IOSCO,
2022). Two stablecoins with identical syntax and different redemption law are different instruments, and
no interpreter can make them the same.

Tokenized fund shares. Money-market and other fund tokenizations pose the register question in its
cleanest form: is the on-chain record the register of members, or a mirror of a register kept by a transfer
agent? The distinction determines whose entry is authoritative when they diverge, what a court will
enforce, and what a fork or an exploit does to ownership. Live institutional products have answered it
by keeping a regulated transfer agent in the loop as keeper of the official record, with the chain as the
operational surface. The answer is legal-architectural; the token standard merely implements it. An AI
asked who owns this share when chain and register diverge is not being asked to interpret; it is being
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asked to adjudicate, and adjudication is an office.
Tokenized bonds. Digital bond issuances since 2021, including those of supranational issuers un-

der successively adapted French and Luxembourg law, demonstrate both the feasibility and the current
shape of the semantic gap: the instruments work, but each issuance is a bespoke assembly of law, doc-
umentation, platform, and cash leg, which is precisely the condition, artisanal semantics, that prevents
scale. The standardisation now underway, bond data taxonomies, common lifecycle event models, DLT-
adapted market infrastructure regimes (ICMA, 2023; European Union, 2022), targets the assembly, not
the messages.

Tokenized loans and private credit. Loans add servicing: payment application, covenant monitoring,
modifications, participations versus assignments, each with distinct legal consequences that the token
must respect. Here AI has enormous operational purchase, credit agreements are long, heterogeneous,
and machine-readable only with effort, and Appendix A credits it fully; but the transferability of a loan
interest and the rights of participants against the agent are fixed by the credit documentation and by
doctrine, not recoverable from token state.

Derivatives and collateral. Tokenized collateral is among the most promising near-term applications,
because collateral movement is a domain of pure operational friction wrapped around crisp legal seman-
tics: eligibility criteria, haircuts, transfer-of-title versus security-interest constructions, close-out netting.
The crisp semantics is why it can be tokenized safely, and it is crisp because decades of documentation
standards made it so (ISDA, 2023). The lesson runs opposite to the abolitionist reading: tokenization
succeeds first where standardisation already did the semantic work.

Tokenized real-world assets. At the far end sit assets, real estate, commodities, receivables, whose
value and enforceability live entirely off-chain. Here the fifth binding fails hardest: the token moves at
the speed of consensus and the deed moves at the speed of a registry, and the gap between them is not an
interoperability gap but an enforcement gap. The token can only be worth its off-chain linkage, which
is an attestation problem, who certifies that the warehouse holds the metal, that the title is unencum-
bered, that the SPV owns the receivable, and attestation at scale is a standards problem: standardised
claims, standardised attestors, standardised liability when attestations fail. Proof, not hope, is the design
criterion, and proof requires a specification of what is being proved.

7.4 Controls: token standards, transfer agents, wallets, identity, permissions

The control plane of tokenized finance is where code, contract, and regulation meet, and it is instructive
that every element of it is currently being standardised, by different communities, at once. Transfer re-
strictions are moving from legal boilerplate to executable eligibility logic bound to identity credentials
(Lebrun et al., 2021); the identity credentials themselves are being standardised as verifiable creden-
tials and decentralised identifiers (W3C, 2022a,b), with government-anchored identity wallets arriving
through the European digital identity framework (European Union, 2024b); originator and beneficiary
information for asset transfers has a dedicated inter-VASP messaging standard because the travel rule
demanded one (interVASP JWG, 2020); and custody is being reshaped by the accounting and prudential
treatment of safeguarded assets, where the rescission of restrictive accounting guidance in early 2025
materially changed the institutional calculus (SEC, 2025). What AI contributes to this plane is moni-
toring, screening, and anomaly detection at scale. What it cannot contribute is the thing every element
above supplies: a determination, valid against third parties, that this holder is eligible, this transfer is
restricted, this key controls this asset. Eligibility is a legal status; control is a legal test (Uniform Law
Commission, 2022); neither is an inference.
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7.5 Cross-chain, cross-platform, cross-jurisdiction

Interoperability across ledgers is the domain where the cost of substituting cleverness for standards has
been paid most publicly. Cross-chain bridges, which are precisely dynamic adapters between heteroge-
neous systems, produced several of the largest thefts in the history of finance in 2022, with individual
incidents in the hundreds of millions of dollars, because they coupled ledgers with different security
models and different finality semantics without a shared definition of either. The institutional alterna-
tives under construction are instructive in form: synchronised settlement across ledgers with an RTGS
system acting as the coordinating leg (Bank of England and BIS, 2023); wholesale-CBDC-based cross-
currency settlement with standardised venue logic (BIS Innovation Hub et al., 2023); and, in the euro
area, a dual-track programme to settle DLT transactions in central bank money, a near-term bridge,
Pontes, linking DLT platforms to existing TARGET services, and a longer-term exploration, Appia, of a
native integrated architecture (ECB, 2025). Each of these is an exercise in standardising finality across
heterogeneous systems: defining the conditional states, the moment of unconditionality, and the failure
procedures, so that atomicity is a property guaranteed by design rather than approximated by inference.
Cross-jurisdiction interoperability raises the same structure one level up, in conflict of laws: which law
governs a token, where a digital asset is situated, whose insolvency rules apply to an intermediated hold-
ing. The international instruments addressing this (UNIDROIT, 2023; UNCITRAL, 2017) are, again,
semantic standards in legal form. An agent can route around a missing bridge. It cannot route around a
missing rule of priority, because priority is not in the state; it is in the law that ranks claims to the state.

7.6 The DAO lesson, and the ranking restated

One episode compresses the whole section. In 2016, the largest smart contract of its era was drained
through behaviour that its code permitted, and the ecosystem most ideologically committed to the propo-
sition that code is law responded by forking the ledger to reverse the outcome, a governance act that
overrode execution in the name of intent. Whatever one thinks of the decision, its lesson is structural:
when execution and meaning diverge at sufficient stakes, meaning wins, and the mechanism by which
it wins is governance, not interpretation. The pragmatic layer is sovereign over the syntactic layer, in
tokenized finance as everywhere else; tokenization merely shortens the distance between them until the
hierarchy is impossible to miss.

The section’s conclusion, then, is the ranking already stated, now earned: legal semantics binds tight-
est, then control and lifecycle semantics, then process, then syntax. AI enters this stack from the bottom,
and its effect is to strip away the layers at which the industry has historically located its interoperability
problem, revealing that the problem was always higher up. In tokenized finance, machine-mediated in-
teroperability is not the alternative to shared institutional meaning. It is the searchlight that shows how
little of it yet exists.

8 What AI Can Solve, and What It Cannot Settle

This section applies the report’s central discipline to sixteen operational domains, from data mapping
to model governance. For each domain, five questions are asked that are habitually conflated: what
AI can plausibly automate; what still requires standards, meaning fixed reference points; what requires
governance, meaning an accountable process for decisions and exceptions; what requires legal author-
ity, meaning a determination that binds; and what is best left to market convention, meaning defaults
that fill the space specification leaves open. The verb in the section title is chosen deliberately: AI
solves problems; institutions settle questions. Because the sixteen analyses repay reading but share a
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stable structure, the full domain-by-domain treatment is carried in Appendix A. This section exhibits the
method on three domains chosen to span the spectrum and then distils the pattern that holds across all
sixteen. Throughout, claims about automation potential are inference from the observed capability tra-
jectory, and claims about where authority sits are statements of current institutional fact, in the registers
of Section 2.4.

8.1 Three exhibits

Data mapping anchors the automation end. It is the strongest case for machine substitution in the report,
and the concession is full: expect near-total automation of mapping proposal. What survives is small and
load-bearing. A canonical target model is still needed so that n systems require n mappings rather than
n2; golden datasets are still needed to define what a correct mapping even is, since without an agreed
answer key accuracy is unmeasurable; and approval and change control under model-risk discipline
are still needed wherever mappings feed regulated processes (Federal Reserve and OCC, 2011). Legal
authority is rarely engaged, which is precisely why the domain automates so well.

Default determination and corporate actions anchor the authority end. AI can monitor every covenant,
parse every issuer announcement, and flag the approach of the cliff with superhuman vigilance; it can-
not pronounce the fall, because a default declaration is a legal act with formalities, and markets have
deliberately institutionalised the systemic cases in determinations bodies whose single governed answer
binds thousands of contracts identically. A machine’s parse of a corporate action announcement, how-
ever accurate, is likewise not the entitlement; the issuer’s corporate act and the registrar’s record are.
Detection is a capability; declaration is an office.

Model governance is the reflexive exhibit, and the report’s argument in miniature. Governing the AI
that performs everything above is a domain that barely existed before machine interpretation, and it now
consists almost entirely of new demand for standard forms: model-risk doctrine extended from quanti-
tative models to learned ones (Federal Reserve and OCC, 2011), statutory obligations of logging, trans-
parency, and human oversight (European Union, 2024a), management-system and risk-management
frameworks (ISO/IEC, 2023; NIST, 2023), and, ahead, the certification and provenance regimes of Sec-
tion 9. The technology that was supposed to dissolve standards became their fastest-growing subject.

8.2 The pattern

Across the sixteen domains analysed in Appendix A, the division of labour is stable enough to state as
a rule, and Table 2 compresses it. AI dominates perception and drafting: reading, extracting, matching,
monitoring, reconstructing, proposing. Standards dominate reference: what counts as what, against
which key accuracy is even defined, in which form commitments are expressed at the boundary. Gov-
ernance dominates change and exception: who approves, who decides the hard case, how the rules
themselves evolve. Legal authority dominates bindingness: whose statement is final, who bears the loss,
what survives insolvency. Convention dominates the residue: tolerances, defaults, and practice, now dis-
coverable by machines at unprecedented speed and therefore likely to crystallise into explicit standards
faster than before. In imperative form, the rule of the AI era in finance reads: automate the inference,
standardise the reference, govern the exception, and legislate the finality.

9 Future Forms of Standards

If the analysis so far is right, the interesting question is not whether standards survive but what they will
physically and institutionally be. This section projects the forms, organised into six families, and marks
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Domain AI increasingly automates Binding constraint

Data mapping Mapping proposal, transformation code,
anomaly flags

Canonical models; golden datasets; approval
control

Process mapping Process discovery from logs; executable pro-
cess drafts

Shared event taxonomy; coordinated change

Legal interpretation Retrieval, comparison, ambiguity detection,
drafting

Binding interpretation by an authorised body

Contractual reconciliation Matching, break classification, resolution
drafting

Common trade representation; dispute proto-
col

Risk classification Feature extraction; classification proposals Category boundaries fixed in regulation
Regulatory reporting Report assembly, anomaly detection, mapping

upkeep
Identifiers; executable rules; statutory rule-
book

AML, KYC, sanctions,
tax

Entity resolution, alert triage, narrative draft-
ing

Lists and thresholds as legal acts; compelled
data

Settlement disputes Evidence assembly; timeline reconstruction Finality regime; infrastructure rulebook
Corporate actions Announcement parsing; entitlement computa-

tion
Issuer’s act and registrar’s record; loss alloca-
tion

Transfer restrictions Continuous eligibility monitoring Eligibility as legal status, evidenced by attesta-
tion

Beneficial ownership Graph analysis across ownership structures Compelled declaration under statutory defini-
tions

Off-chain collateral Schedule extraction; monitoring; call drafting Executable eligibility criteria; insolvency law
Default events Covenant surveillance; early warning Declaration formalities; determination gover-

nance
Waterfalls and NAV Waterfall encoding; scenario testing Governing agreement; NAV as an authoritative

act
Loan servicing Tape reading; payment application; reporting Servicing data model; borrower-protection law
Model governance Evaluation generation; drift monitoring Deployment governance; deployer liability

Table 2: Sixteen operational domains: what automates and what binds.

each as evidence, inference, or speculation. The families are cumulative: each presupposes the ones
before it, and together they describe a standards stack for machine-mediated finance.

9.1 The semantic family

Shared ontologies with formal semantics. The successor to the data dictionary is an ontology whose con-
cepts carry formal definitions, constraints, and relationships, machine-consumable and human-governed.
The lineage exists as evidence: the financial industry business ontology, the CDM’s product and event
model, ACTUS’s algorithmic contract types (EDM Council, n.d.; FINOS and ISDA, n.d.; Brammertz
et al., 2009). The inference is that these become the verification substrate for machine translation, the
answer key of Section 6.1, and that their governance, who may change what a coupon is, becomes corre-
spondingly consequential. The speculative extension is domain ontologies for the properties of financial
smart contracts themselves, of which the Blockchain Property Ontology programme is an early instance
(IEI, 2026), giving names and formal content to properties like conservation of value, authorisation
monotonicity, and reentrancy safety so that they can be required by reference.

Semantic standards for legal concepts. Model-readable legal and regulatory rules extend the family
into law: statutory and contractual definitions published in a canonical, machine-consumable represen-
tation alongside the authoritative prose, with the isomorphism between them maintained as a first-class
obligation. The Ricardian lineage, one document, dual readability, legal text and code bound by hash,
is the design pattern (Grigg, 2004; Clack et al., 2016); digital regulatory reporting is the production evi-
dence (ISDA, 2024); rules-as-code is the public-sector generalisation (Mohun and Roberts, 2020). AI’s
role is translation and consistency-checking between the readings; authority’s role is unchanged, since
only the enacting institution can declare which reading governs when they diverge.
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9.2 The executable family

Reference implementations as normative artifacts. The internet’s lesson, running code beats paper, be-
comes doctrine: the standard ships as an implementation whose behaviour is the specification of record,
with the prose demoted to commentary. Evidence: this is already how the CDM and DRR operate, and
how de facto standards in open source have always worked. The inference is that standards bodies be-
come maintainers of software, with everything that implies about release engineering, security response,
and long-term stewardship.

Conformance test suites as the definition of compliance. The strongest single prediction of this report:
the centre of gravity of standardisation moves from the document to the test. A standard becomes the
set of behaviours its suite accepts; certification becomes a passing run under controlled conditions;
adoption becomes measurable as continuous conformance telemetry rather than declared intent. AI is
the enabling technology, generating adversarial test cases at a density committees never achieved, and
the suite is simultaneously the discipline for AI-generated components: a machine-written adapter is
acceptable exactly insofar as it passes the certified suite, which resolves the adapters-versus-certified-
interfaces tension of Section 5.5 by composition rather than by choice. The standard of the future is a
test you can fail; a standard you cannot execute against will not survive contact with AI-speed integration.

Formal specifications and control-property standards. Above tests sit proofs. For the commitment
core, settlement engines, custody controls, token contracts holding systemic value, the appropriate stan-
dard form is a set of formally stated properties with machine-checkable proofs of conformance, the
level-of-rigor logic that safety-critical software certification has applied for decades, graded by conse-
quence. Historically this was unaffordable outside aerospace and a few infrastructure providers (New-
combe et al., 2015); AI-assisted specification and proof changes the economics, which is the concrete
meaning of the arc this report has elsewhere summarised as the movement from programmable finance
to provable finance. The token-native evidence that interface-only standards are insufficient, the ERC-
20 and ERC-4626 pathologies of Section 7.2, is the demand signal; smart-contract package standards,
versioned, signed, property-certified contract components with declared storage layouts and upgrade dis-
cipline (Mudge, 2020; Boudi, 2026), are the supply form, the lockfile-and-semver pattern of Section 3.6
transplanted to code that holds money.

9.3 The runtime family

Runtime compliance policies. Compliance moves from periodic attestation to policy-as-code evaluated
at transaction time: eligibility, restriction, limit, and sanction logic executed in the transfer path, with
the policy itself versioned, signed, and standard in form so that supervisors can read one policy language
across many venues. Evidence exists in embryo in permissioned token standards (Lebrun et al., 2021);
the inference is a common policy expression layer; the speculation is supervisory nodes that verify policy
presence and version in real time.

Machine-verifiable audit logs. The evidentiary counterpart: hash-chained, signed decision records
capturing inputs, model identity and version, parameters, outputs, and human overrides, sufficient to
replay or at least to reconstruct any consequential automated decision. This is the audit-trail remedy
of Section 5.4 made into an artifact, and its standardisation is what turns a vendor log into evidence:
common schema, common integrity mechanism, common retention semantics. Statutory logging duties
for high-risk systems (European Union, 2024a) are the demand; the report’s inference is that evidence-
grade logging becomes a procurement default in regulated finance within the decade.

Settlement and finality standards for heterogeneous ledgers. The runtime family’s keystone: explicit,
per-system definitions of conditional and unconditional states, the designated moment of finality, and
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failure procedures, expressed so that cross-system atomicity can be engineered rather than assumed, and
mapped onto the existing legal machinery of designation and protection (European Union, 1998; CPMI-
IOSCO, 2012, 2022). The synchronisation experiments and the euro-area dual-track programme (Bank
of England and BIS, 2023; BIS Innovation Hub et al., 2023; ECB, 2025) are, in substance, drafts of this
standard. Its content is the answer to the bridge failures of Section 7.5: interoperability of commitments,
not of messages.

9.4 The agentic family

Agent identity, mandate, and authority standards. Before agents can transact, the market must be able
to answer: whose agent, with what authority, within what limits, and who is bound by its acts. The legal
frame is old, agency, and the technical instantiation is new: verifiable credentials expressing mandates,
spending and scope limits as machine-checkable fields, revocation as a first-class operation, an identifier
regime for agents with the same seriousness the LEI brought to entities (W3C, 2022a,b; European Union,
2024b; FSB, 2012). This is inference bordering on the obvious; the speculation is only in the timeline.

Interface-discovery protocols with attestable descriptions. Agents will discover capabilities dynam-
ically; the early protocols already exist (Anthropic, 2024; Google, 2025). The financial-grade require-
ment is that discovery metadata be signed and attestable, because an interface description an agent reads
is an input an adversary can forge, and the prompt-injection literature transfers directly: unauthenticated
capability descriptions are the phishing surface of the agentic era. Discovery without attestation is how
the next generation of bridge losses happens off-chain.

Agent negotiation protocols: negotiate, freeze, execute. The report’s resolution of negotiated com-
patibility versus enforceable finality, stated architecturally. Agents negotiate within a certified envelope,
the option space a standard defines and certification has bounded; the negotiated outcome compiles to
a deterministic profile; both principals’ systems sign and pin the profile’s hash; execution runs only the
pinned artifact; the transcript and profile enter the evidence-grade log. Negotiation upstream, finality
downstream, a cryptographic commitment bridging them. Nothing in this pattern is exotic, its compo-
nents are FIX rules-of-engagement, lockfiles, and code signing, recombined, and that ordinariness is the
point: the institutional technology for taming adaptive behaviour already exists in fragments and awaits
assembly into a named standard.

9.5 The assurance family

Certification regimes for models and machine-generated components. Type approval comes to interpre-
tation: models certified for defined tasks under defined conditions, adapters certified against suites, with
certificates that are themselves machine-verifiable and revocable. The graded-assurance pattern of ex-
isting safety-critical regimes supplies the template; management-system and risk-framework standards
(ISO/IEC, 2023; NIST, 2023) supply the organisational layer. Continuous certification, conformance
as a property monitored in production rather than examined annually, is the inference from governed
velocity. Provenance standards, a bill of materials for models and adapters answering what generated
this, from what, when, mirror the software supply-chain response to compromise and are, speculatively,
the artifact insurers will demand first.

9.6 The change-management family

Finally, standards for how standards change: versioning contracts with machine-actionable compatibility
semantics, deprecation and sunset procedures, migration test kits, and the governance metadata, who
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may propose, who ratifies, on what cadence, published as part of the standard itself. This family is
unglamorous and decisive, because governed velocity (Section 6.3) is only as credible as its change
machinery, and because the alternative on offer, semantic change arriving silently through model updates,
is the precise failure mode the whole stack exists to prevent. Across all six families, one design constant
should be visible: each form takes something AI does cheaply, drafting, testing, monitoring, translating,
and couples it to something only institutions do, ratifying, certifying, binding, bearing liability. That
coupling, not any particular artifact, is the future form of standards.

10 Strategic Implications for Builders, Regulators, and Institutions

The analysis converts into posture. This section states the implications bluntly for each of the four
audiences named in the report’s remit, as recommendations grounded in the preceding sections rather
than as exhortation.

10.1 For founders and infrastructure builders

Do not build translation moats. Translation is the layer AI commoditises by definition, and any busi-
ness whose defensibility is I connect A to B is selling an asset with a falling replacement cost. The
durable positions are one level up and one level down: up, in the semantic layer, owning or stewarding
the reference model against which translations are verified; down, in the commitment layer, operating
the deterministic, certified core that probabilistic systems surround. If the venture is a protocol, ship
the conformance suite with the protocol and treat the suite as the product’s constitution; the ERC record
shows that an interface without properties composes losses (Vogelsteller and Buterin, 2015; Santoro
et al., 2022), and the certified-suite pattern is how machine-generated integrations become procurable
(Section 5.5). Design for evidence from the first commit: signed states, replayable transitions, evidence-
grade logs are not compliance overhead but the feature institutions will pay for, because they are what
makes the system a legal object. For tokenization specifically, bind the token to its legal architecture
explicitly, name the authoritative register, encode the controls as attestation-consuming logic, and treat
the cash leg’s finality as a design input, not an integration detail. And adopt the emerging semantic stan-
dards early even where they are imperfect: in a machine-mediated market, conformance is distribution,
because agents route to what they can verify.

10.2 For regulators and central banks

Publish rules as both prose and code, and own the isomorphism. The digital-regulatory-reporting evi-
dence (ISDA, 2024; Bank of England and FCA, 2019) shows that executable rules eliminate interpretive
divergence at the source; the rules-as-code practice (Mohun and Roberts, 2020) shows the method gener-
alises. Extend the identifier doctrine that fixed derivatives reporting (CPMI-IOSCO, 2018; FSB, 2012)
to the new objects: tokens already have one (ISO, 2021); agents and mandates need theirs. For AI in
regulated processes, three requirements follow directly from Sections 5 and 8: deterministic commit-
ment paths (probabilistic components advise, certified components commit); evidence-grade logging
sufficient for reconstruction (European Union, 2024a; Federal Reserve and OCC, 2011); and model-
concentration supervision, because correlated interpretation across a market monoculture is a stability
exposure that no existing return captures, and stress-testing it is feasible now, before it matters. Use
sandboxes and pilot regimes (European Union, 2022) for their highest purpose, which is not to relax
standards but to discover them: let adaptive, AI-mediated practice run under observation, and codify
what converges. Finally, treat finality guidance for heterogeneous ledger arrangements (CPMI-IOSCO,
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2022; ECB, 2025) as urgent rather than eventual; every month of ambiguity is being priced somewhere,
usually as a haircut on innovation.

10.3 For financial institutions

Rewrite procurement before rewriting architecture. The operative questions for any AI-mediated or
machine-generated component are the ones Section 5.5 identified: what specification does it warrant,
what suite certifies it, what happens on drift, who bears interpretive loss, and can its decisions be re-
constructed in five years. Demand property conformance, not just interface conformance. Treat every
consequential mapping, classification, and interpretation as a model under governance (Federal Reserve
and OCC, 2011), because the supervisor will, and because the discipline is protective rather than per-
formative: the institution that can replay its decisions owns its disputes. Build the internal ontology
as a strategic asset; institutions that maintain one canonical semantic layer will deploy AI integration
an order of magnitude faster than those that let every project negotiate meaning afresh, and the same
layer is the map that makes exposure aggregable on demand, the capability regulators have demanded
since 2013 (BCBS, 2013). Allocate interpretation risk contractually and explicitly in every AI-mediated
service relationship, because silence allocates it too, just unpredictably. And participate in the semantic
consortia early, not for citizenship but for interest: the definitions being fixed now are where the next
decade’s rents and constraints are being written.

10.4 For standards bodies

The product changes or the institution fades. The deliverable migrates from documents to maintained
artifacts: data models, reference implementations, conformance suites, machine-readable rule text, with
the prose as commentary (Section 9.2). Adopt AI internally without apology, for drafting, formalisa-
tion, test generation, and consistency checking, and measure the gain where it counts, cycle time from
proposal to certified release; the residual, consensus and authority, is the comparative advantage, and it
always was (Section 6.2). Restructure around governed velocity: living standards under explicit change
control, releases in weeks, conformance measured continuously; a body whose cadence is quinquennial
is not participating in this market. Co-draft with legislators and regulators where the standard’s concepts
must carry legal force, because semantic standards without legal anchoring reproduce the isomorphism
gap in the other direction. Measure success as executed conformance, suites passing in production, not
as document sales or citations. And accept, without institutional anxiety, the role the analysis assigns:
when machines write the drafts, the certifier of meaning is not diminished; it is all that is left, and it is
the part that was always sovereign.

11 Final Synthesis

11.1 The argument in one movement

The question was whether standards remain necessary for software, and especially for tokenization and
finance, in an era of exceptionally advanced AI. The answer this report has defended is that the question
conflates two functions that history fused and AI separates. Standards compress the cost of compatibility,
and standards fix the locus of commitment. Machine-mediated interoperability substantially dissolves
the first function, and the dissolution should be welcomed: the long tail of integration, the reading
of legacy formats, the bespoke glue that consumed the industry’s engineering budgets, all of it passes
to machines, and the standards that existed only to make that work tractable will quietly retire. The
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second function does not dissolve, because it was never an information-processing problem. Commit-
ment, finality, liability, eligibility, and authority are relations among accountable persons, constituted
by governance and law, and no improvement in interpretation supplies them, for the same reason that no
improvement in cartography supplies territory.

From that separation, the four scenarios of the report’s remit resolve into one differentiated forecast
rather than four rivals. Standards become less important exactly where their function was compression:
syntactic formats, bilateral integration conventions, the documentation of the peripheral. Standards be-
come more important exactly where automation raises speed, coupling, and adversarial pressure on the
commitment core: finality, canonical validation at boundaries, identifiers, evidence, model governance.
Standards change role pervasively, migrating from prose to executable and testable artifacts whose pro-
duction AI subsidises and whose ratification institutions retain. And the hybrid scenario is not a compro-
mise among these but their composition: a periphery of fluid, machine-negotiated compatibility around
a core of deepening, machine-verifiable commitment, with the boundary between them, the point where
meaning is pinned, becoming the most carefully engineered location in the architecture.

Tokenized finance, the report’s central case, is where this composition will be built first and tested
hardest, because tokenization removes the buffers of time and manual mediation that let conventional
markets survive semantic vagueness. Its bottleneck, the report has argued from institutional behaviour,
from programme history, and from the token ecosystem’s own losses, is shared institutional meaning,
not syntactic interoperability, and the arrival of machines that eliminate the syntactic excuse will make
the semantic deficit impossible to ignore. That is, on balance, the most optimistic reading of the era:
AI does not solve the hard problem of tokenized finance, but it strips away everything that allowed the
industry to avoid it.

11.2 The allocation of labour

Table 3 states the synthesis operationally, layer by layer.

11.3 Ten conclusions, provocative but defensible

1. AI commoditises translation and thereby raises the premium on what cannot be translated. The
scarce resource in interoperability shifts from compatibility, which machines manufacture, to com-
mitment, which only institutions confer.

2. The first act of the agentic-AI ecosystem was to write standards for itself. Before autonomous agents
were widely deployed, their developers published fixed protocols so that adaptive systems would have
firm interfaces to stand on: a common protocol for connecting models to tools and data in 2024, and
a common protocol for exchange between agents in 2025 (Anthropic, 2024; Google, 2025). The
lesson generalises: the more behaviour adapts, the more valuable the points that do not. Machine
autonomy manufactures demand for fixed points; it does not dissolve it.

3. In finance, the bottleneck was never syntax. A market can survive bad message formats indefinitely;
it cannot survive contested finality for an afternoon.

4. Two highly capable models with adverse mandates will disagree more precisely, not less. Capability
arms interpretation; only authority converges it. Ambiguity detection is a capability; ambiguity
resolution is an office.

5. Probabilistic systems can advise on state transitions but cannot constitute them. Determinism at the
settlement boundary is not a limitation to be engineered away; it is the product.
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Layer AI can help with Standards still needed for Governance or law needed for

Wire syntax and
transport

Parsing, translation, adapter
generation, legacy format recov-
ery

Canonical serialisation, strict
validation and signing at com-
mitment boundaries

Change control at regulated in-
terfaces

Data semantics Mapping proposal, anomaly de-
tection, ontology drafting and
population

Shared ontologies, identifiers,
golden datasets that define cor-
rectness

Ratifying semantic change;
stewardship of reference mod-
els

Contractual
meaning

Extraction, comparison, ambi-
guity detection, drafting of com-
putable clauses

Definition booklets,
computable-contract forms,
legal-code isomorphism

Binding interpretation: courts,
determinations bodies, rule-
books

Process and
lifecycle

Process discovery, event pars-
ing, entitlement computation,
exception triage

Event taxonomies, executable
lifecycle models, market prac-
tice

Deadlines, loss allocation for
failures, change coordination

Compliance and
reporting

Assembly, screening triage, en-
tity resolution, anomaly detec-
tion

Identifiers, schemas, executable
rules, attestation formats

Rulebooks, sanctions acts,
thresholds, cross-border recog-
nition

Settlement and
finality

Pre-settlement checking, evi-
dence assembly, dispute recon-
struction

Finality definitions, DvP and
atomicity models, fail proce-
dures

Designation, insolvency protec-
tion, default management, un-
winds

Identity and
mandates

Verification workflows, fraud
and anomaly detection

Credential formats, agent identi-
fiers, mandate and limit fields

Attestor accreditation, revoca-
tion authority, agency liability

Assurance and
audit

Test generation, conformance
monitoring, drift detection, log
analysis

Conformance suites, property
specifications, evidence-grade
log formats

Certification regimes, auditor
and supervisor authority, sanc-
tions for breach

Table 3: Allocation of labour across the interoperability stack in the AI era.

6. When drafting becomes free, agreement becomes the entire cost of a standard, and the comparative
advantage of standards institutions shifts from producing documents to conferring bindingness.

7. Interface standards without property standards compose bugs as efficiently as they compose features.
The token ecosystem paid to establish this, and the receipt is public.

8. The successor to the standards document is the conformance suite: an executable battery of tests that
defines compliance by acceptance rather than by reading. When components are machine-generated
in minutes, a standard that can only be read cannot keep pace with what is built against it, while a
standard that can be run disciplines every generation instantly. A machine-generated component is
procurable exactly insofar as a certified suite accepts it, adoption becomes measurable as passing
runs in production rather than declared intent, and a standard you cannot execute against will not
survive contact with AI-speed integration.

9. Model monoculture is the new systemic concentration. Correlated interpretation error across a mar-
ket is a financial-stability exposure that no current supervisory return measures, and it is accumulat-
ing now.

10. Tokenization will scale when control is standardised in law and lifecycle semantics are standard-
ised in code. AI accelerates every step of that programme except the one that matters most: the
institutional act of making a definition binding.

11.4 Final thesis

In an era of exceptionally advanced AI, standards survive because their deepest function was never
to help machines or people understand each other but to fix what shall count as understanding when
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interests diverge and value is at stake. Artificial intelligence collapses the cost of translation, adaptation,
and integration, and in doing so retires the syntactic standards that existed only as workarounds for
expensive interpretation; but the same force raises the speed, coupling, and adversarial sophistication
of markets, and therefore raises the value of the reference points, semantic, executable, testable, and
legally anchored, against which machine behaviour can be verified, certified, bounded, and adjudicated.
Standards accordingly migrate rather than disappear: up the stack from syntax to semantics to obligation,
from prose documents to conformance suites and formal properties, from the periphery of integration to
the commitment core of settlement, custody, compliance, and identity, and outward onto AI itself, which
becomes the newest and fastest-growing object of standardisation. Tokenized finance, whose binding
constraint is shared institutional meaning rather than message compatibility, is where this migration will
be completed first, because it is the domain in which interpretation must terminate, deterministically and
accountably, in an answer that binds. Translation has become cheap. Commitment remains scarce. The
institutions that understand which of the two they are in the business of supplying will define the next
era of financial infrastructure.
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A Domain Analyses

This appendix carries the full domain-by-domain analysis summarised in Section 8. Each operational
domain is examined through the same five questions: what AI can plausibly automate; what requires
standards; what requires governance; what requires legal authority; and what is best left to market con-
vention. The registers of Section 2.4 apply throughout: capability claims are evidence where current
systems demonstrably perform the task and inference where they extrapolate from the trajectory, while
statements about where authority sits are institutional fact. Several entries condense two adjacent do-
mains into one discussion where the analysis is shared.

A.1 Data mapping

Data mapping is the strongest case for automation in this report, and the concession should be full. Given
examples, documentation, or merely the data itself, current models propose field-level mappings between
heterogeneous schemas with high accuracy, flag unmapped residues, and generate transformation code
with tests. By inference from trajectory, expect near-total automation of mapping proposal. What still
requires standards is the target and the truth: a canonical model to map into, so that n systems require n
mappings rather than n2, and golden datasets, curated input-output pairs with agreed answers, against
which any proposed mapping is scored, because without an agreed answer key, accuracy is unmeasur-
able and approval reduces to impression. Governance is required for the approval and change control of
mappings that feed regulated processes: a mapping into a regulatory report is a model in the supervi-
sory sense and belongs under model-risk discipline (Federal Reserve and OCC, 2011). Legal authority
is rarely engaged, which is exactly why this domain automates well. Market convention supplies the
canonical models themselves, and the report’s expectation is that conventions will consolidate around
the ontologies of Section 9 precisely because AI mapping makes a good target model more valuable, not
less.

A.2 Process mapping

Processes are harder than data because they embed timing, conditionality, and obligation. AI can plau-
sibly automate the discovery and drafting of process maps: mining logs and communications to recon-
struct how a workflow actually runs, expressing it in executable form, and diffing it against how the
rulebook says it runs, a capability with immediate audit value. What requires standards is the event
vocabulary: a shared taxonomy of lifecycle events and states, of the kind the Common Domain Model
supplies for derivatives (FINOS and ISDA, n.d.), without which two firms’ process maps are incom-
mensurable even when both are accurate. Governance is required for change: deadlines, cut-offs, and
sequencing in market processes are collective goods, and altering them is a coordination event, not a
local optimisation. Legal authority fixes the points where process steps have legal effect, notice periods,
record dates, finality points. Convention fills the rest, and much of operations is convention; the reason-
able expectation is that AI-discovered practice will feed convention formation faster than committees
ever did, the discovery dynamic of Section 4.6 operating in its legitimate habitat.

A.3 Legal interpretation

Models read legal text with real competence: they retrieve, summarise, compare drafts, surface tensions
between clauses, and answer doctrinal questions with useful accuracy. All of this is assistance, and its
value is large. What none of it produces is an interpretation that binds. Legal language has open texture;
the hard cases are hard not because readers lack capability but because the text underdetermines the
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answer and interests diverge over which answer obtains (Hart, 1961). The gap is closed, in every legal
system, by authority: a court, a tribunal, a determinations body. Standards reduce the space in which au-
thority must operate, which is their quiet contribution: standardised definitions and clause libraries, and
beyond them computable contracts whose performance conditions are evaluable by machine (Surden,
2012; Clack et al., 2016; Grigg, 2004; ISDA, 2019), shrink the residue of interpretive discretion. Gover-
nance allocates the residue: who determines, under what procedure, with what appeal. Legal authority
is the domain itself. Market convention, meaning the shared understandings of practitioners, remains
the interpretive background that both models and courts consult, and it is worth noting that convention
is a corpus, which is why models absorb it so well, and also why models freeze it at training time while
convention moves on: model drift and convention drift are not synchronised, a small but genuinely novel
source of interpretive risk.

A.4 Contractual reconciliation

Reconciling two parties’ records of the same trade, position, or portfolio is among AI’s highest-value
financial applications, because today it consumes armies and its failures cause margin disputes. Models
can match records across formats, classify breaks by probable cause, draft the resolution proposal, and
learn each counterparty’s systematic quirks. What requires standards is decidability: a break is only ob-
jectively a break relative to a common representation of the trade, which is what shared domain models
provide, and a discrepancy in an uncommon representation is merely a disagreement with extra steps.
Governance is required for the dispute path: collateral and margin disputes run under agreed protocols
with timelines and escalation precisely because reconciliation sometimes fails and the failure must have
a procedure. Legal authority stands at the end of the path. Convention supplies tolerances, the thresholds
beneath which differences are absorbed rather than pursued, and tolerance-setting in an AI-reconciled
market deserves more attention than it gets: when detection becomes free, every immaterial discrep-
ancy becomes visible, and the market must decide anew what it will agree to ignore. Materiality is a
convention, and machines will force it to be an explicit one.

A.5 Risk classification

Classifying instruments, exposures, and counterparties into risk categories looks like a natural language
task and is substantially a legal one. AI can plausibly automate the extraction of risk-relevant features
from documents and data, the proposal of classifications with reasons, and the wholesale re-screening
of portfolios when rules change, a task that today makes regulatory transitions multi-year programmes.
What requires standards is the schema of categories itself, asset classes, seniority ladders, product tax-
onomies, because a classification is a coordinate in a shared space and an idiosyncratic space defeats
aggregation. What requires governance is the model that assigns coordinates: classification models are
the canonical objects of model-risk management, with validation, monitoring, and challenge (Federal
Reserve and OCC, 2011). What requires legal authority is the category boundary, because boundaries
carry consequences, capital, eligibility, permission, and are therefore set by regulation, not induced from
data; whether a token is an e-money token is decided by MiCA’s definitions, not by clustering (Euro-
pean Union, 2023). Convention handles the residual judgement calls, and supervisors have learned to
standardise even those where they matter enough, which is what regulatory technical standards are.

A.6 Regulatory reporting

Reporting is the domain where the executable-standards future is already operational, and the division
of labour is unusually clean. AI can plausibly automate the assembly of reports from source systems, the
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detection of anomalies before submission, the reconciliation of rejected reports, and the maintenance of
mappings as source systems change. What requires standards is nearly everything else: the identifiers
that make reports matchable (CPMI-IOSCO, 2018), the schemas and validation rules that make them
processable, and increasingly the reporting logic itself, distributed as executable code so that a thousand
firms implement one interpretation rather than a thousand (ISDA, 2024; Bank of England and FCA,
2019). Governance is required for versioning the rules and for the exception process when the rules and
reality diverge. Legal authority is the rulebook: the obligation to report, the content required, and the
liability for misreporting are statutory. Convention has historically filled the gaps in ambiguous fields,
which is precisely the pathology, divergent conventional fillings are why matching failed, that executable
rules exist to eliminate. The forward-looking observation is that AI plus executable rules changes the
supervisor’s production function: when rules are code and reports are data, supervision can move from
sampling documents to continuously evaluating conformance, but only if the rules were standardised
into evaluable form first. AI makes machine-executable regulation more valuable; it does not make it
exist.

A.7 Cross-border compliance: AML, KYC, sanctions, and tax

Financial crime compliance is an adversarial screening problem at planetary scale, and AI’s contribu-
tions are real: entity resolution across transliterations and shell structures, network analysis, narrative
generation for suspicious activity reports, triage of the false-positive floods that consume compliance
staffing. Two structural facts nonetheless anchor the domain in standards and authority. First, the refer-
ence objects are authority artifacts: a sanctions list is not a fact about the world that inference can recover;
it is a legal act, and matching against it is deliberately deterministic because strict-liability regimes make
interpretive creativity a hazard rather than a virtue. AI triages around the deterministic match; it must not
replace it. Second, the data that screening consumes exists only because standards compel its existence
and format: the travel rule’s originator and beneficiary information, standardised through a dedicated
inter-VASP message format (FATF, 2012; interVASP JWG, 2020); beneficial-ownership registers popu-
lated under statutory definitions with numeric thresholds; tax-residency data exchanged under common
reporting schemas. In each case the legal authority defines the category (who is a beneficial owner), the
standard fixes the representation, governance runs the registries and update cycles, AI works the graph,
and convention decides how much friction legitimate customers will be asked to bear. Cross-border,
the structure repeats with a twist: the same conduct is differently categorised across jurisdictions, and
AI can map the divergences exquisitely without being able to reconcile them, because reconciliation of
legal categories across borders is treaty-making, the slowest standards process there is.

A.8 Settlement disputes and corporate actions

Settlement disputes test the report’s finality thesis in miniature. AI can plausibly automate the assembly
of the evidentiary record, the reconstruction of the timeline across systems, the identification of where
instruction and outcome diverged, and the drafting of claims. What it cannot do is declare which state
of the world is the legally operative one, because that is fixed by the infrastructure’s rulebook and the
finality regime behind it (European Union, 1998; CPMI-IOSCO, 2012): the register’s answer is the
answer, not because it is more likely to be accurate but because the system is constructed so that its
answer is constitutive. Standards define the fail-management procedures around the edges, buy-ins,
penalties, recycling conventions; governance runs the default-management and error procedures; legal
authority backs the rulebook; convention prices the frictions.

Corporate actions deserve separate notice because they are simultaneously the industry’s most no-
torious data-quality problem and a perfect specimen of the five-way split. The pain begins upstream,
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where issuers announce events in unstructured prose that intermediaries re-key divergently; AI attacks
exactly this, parsing announcements into structured events, and the value is real and immediate. But
the parsed event then meets the parts inference cannot supply: the standardised event taxonomy and
message flow that let a custody chain process one representation (ISO, 2013; ECB AMI-SeCo, 2020);
the market practice that fixes entitlement conventions and deadlines; the governance question of who
bears the loss when an election deadline is missed because a machine-parsed announcement was wrong,
a question custody agreements answer in advance because answering it afterwards is litigation; and the
legal fact that the entitlement itself flows from the issuer’s corporate act and the registrar’s record, not
from anyone’s parse of the press release. The end state worth aiming for, and a genuinely available one,
is that issuers publish corporate actions natively in structured, standardised, signed form, so that the
parsing problem is not solved but abolished. Note the shape of that end state: it is a standard, and AI’s
role in reaching it is to make the interim bearable, which slightly and perversely delays it. Palliatives
compete with cures.

A.9 Transfer restrictions and beneficial ownership

Transfer restrictions convert securities law into access control, and the token world has made the conver-
sion literal: eligibility logic bound to identity credentials, enforced at transfer time (Lebrun et al., 2021).
AI can plausibly automate the monitoring side, screening holders against eligibility criteria continuously,
flagging structures that appear designed to defeat restrictions, and reading the restriction language out of
legacy documents into executable form. What it cannot manufacture is the eligibility fact itself: whether
a holder is a qualified purchaser, an accredited investor, or a permitted transferee is a legal status, evi-
denced by attestation, not induced from behaviour. The architecture that scales is therefore attestation-
based: standardised, verifiable claims issued by accountable attestors (W3C, 2022a; European Union,
2024b), consumed by executable restriction logic, with governance over attestor accreditation and lia-
bility when attestations are false. Beneficial ownership is the same structure under adversarial pressure:
the concealment strategies, nominees, omnibus accounts, layered vehicles, are designed precisely so
that ownership cannot be inferred from records, which is why every serious regime pairs graph analysis
with compelled declaration under legal penalty. AI walks the graph brilliantly; the graph’s load-bearing
edges are declarations; declarations exist because law compels them in standard form. Inference is the
complement of attestation, never its substitute, and the ratio between them is set by how adversarial the
environment is.

A.10 Off-chain collateral and default events

Collateral management outside the ledger is a domain of schedules, eligibility criteria, haircuts, con-
centration limits, valuation, and calls, and its tokenized future depends on making those semantics exe-
cutable. AI can plausibly automate the extraction of eligibility schedules from documentation, contin-
uous monitoring of posted collateral against criteria, valuation ingestion, and the drafting of calls and
substitutions. What requires standards is the criteria language itself, eligibility expressed in a form both
parties’ systems evaluate identically, and the valuation and haircut conventions that make one party’s
call another party’s expected number; central bank eligibility frameworks are the template, being pre-
cisely published, versioned, machine-consumable criteria. Governance runs disputes and the update of
schedules; legal authority determines the character of the collateral arrangement, title transfer or secu-
rity interest, and its behaviour in insolvency, which no runtime can alter; convention sets thresholds and
timings.

Default events sharpen the point to its finest edge. Whether a default has occurred is the most conse-
quential classification in credit, and it is frequently, irreducibly, a judgement: grace periods, materiality
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qualifiers, cure rights, cross-default webs. AI can watch every covenant, every payment, every disclo-
sure, and flag the approach of the cliff with superhuman vigilance. It cannot pronounce the fall, because
the pronouncement is a legal act with formalities, notices, declarations, and because markets have delib-
erately institutionalised the judgement where it is systemic: the determinations-committee model exists
so that one binding answer, produced by a governed process, settles thousands of contracts identically.
Detection is a capability; declaration is an office; and the interval between them, where a machine be-
lieves a default has occurred and no authorised person has yet said so, is a new and interesting risk
window that documentation will have to learn to govern.

A.11 Waterfalls, fund accounting, and NAV

Distribution waterfalls are algorithms trapped in prose, and liberating them is a genuine AI contribution:
models can translate a limited partnership agreement’s waterfall into executable form, test it against
scenarios, and surface the ambiguities, of which real LPAs contain many, catch-up mechanics and claw-
back interactions being notorious, that only surfaced historically at the worst possible time, distribution.
The five-way split then runs: standards are needed for the reporting and data templates that make one
fund’s numbers commensurable with another’s, work the institutional-investor community has pursued
for years through standardised reporting templates, and, prospectively, for reference waterfall semantics
against which an executable encoding can be validated; governance is needed for the sign-off of the
encoding as the operative one, because between two readings of an ambiguous clause a fiduciary must
choose and document; legal authority sits in the LPA itself and in the auditor’s attestation; and conven-
tion supplies the accounting policies where GAAP and IFRS leave choices. The deep point generalises
beyond funds: a NAV is not a computation output, it is an authoritative act, struck by an administrator
who takes responsibility for it. AI will compute NAVs flawlessly and will still not be able to strike one,
for the same reason a clock cannot convene a meeting.

A.12 Tokenized loan servicing

Servicing is where tokenized credit meets the physical world of borrowers, and it composes several prior
domains: payment application (reconciliation), covenant monitoring (collateral and default), investor
reporting (regulatory reporting’s private-market cousin), modifications (legal interpretation). AI can
plausibly automate the reading of servicing tapes, the application of payments under documented rules,
borrower communications, and the propagation of loan events to token holders. What requires standards
is the servicing data model, the disclosure-template lineage from securitisation regulation shows both the
feasibility and the value of standardised loan-level data, and the event taxonomy by which a modification,
a delinquency, or a payoff is represented identically on and off chain. Governance is required for servicer
transitions, the moment the whole apparatus must be legible to a stranger, which is the strongest practical
argument for standardised servicing data that exists. Legal authority governs the borrower relationship,
consumer protection where applicable, and the enforceability of the token holder’s claim through the
servicing chain. Convention fills the operational pores. The tokenization-specific observation is that a
loan token is a claim on a process, and a process is only as transferable as its documentation is standard.

A.13 Model governance

The final domain is reflexive: governing the AI that performs everything above. Here the report’s in-
version completes itself, because this is a domain that barely existed before machine interpretation and
consists almost entirely of new standards demand. AI can plausibly automate parts of its own over-
sight, generating evaluation suites, monitoring drift, red-teaming other models, but the frame within
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which that happens is being built, visibly and rapidly, from standard forms: model risk management
doctrine extended from quantitative models to learned ones (Federal Reserve and OCC, 2011); statu-
tory obligations of logging, transparency, and human oversight for high-risk systems (European Union,
2024a); management-system standards for AI organisations (ISO/IEC, 2023); risk-management frame-
works (NIST, 2023); and, ahead, the certification, provenance, and disclosure regimes of Section 9.
What requires governance is the deployment decision itself, which models, for which tasks, under which
controls; what requires legal authority is the allocation of responsibility when governed models fail, de-
ployer obligations being the current instrument; what falls to convention is evaluation practice, which is
consolidating in real time. The domain is the report’s argument in miniature: the technology that was
supposed to dissolve standards arrived and immediately generated the fastest-growing standardisation
agenda in the industry.
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